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CHAPTER I

INTRODUCTION

The storage of data in recent years has undergone a myriad of changes.  There are new movements to store data in a document format, which is the format of XML.  The reasons for this are varied.  Because it is a markup language, it contains the flexibility to store data that is self-documenting and human readable – that is, one can understand the meaning of the data without consulting an outside source such as a schema.  It also allows users to easily add, subtract and change data within their own documents.  The recent rise of this type of data storage has come now that there are new tools (such as XPath, XSLT, and XQuery) to assist users in querying, manipulating, and translating XML data.  

These changes bring a new challenge to the problem of data integration amongst multiple sources.  While interoperability among multiple sources has been a historical problem in database design, the very nature of the structure of an XML document, which is typically considered a semi-structured data, will surely complicate it.  Unlike a relational database management system, which stores its data through the use of tables consisting of rows and columns, an XML document has a structure that can be said to resemble a tree.  One XML document may contain information about the same objects as other XML documents, yet have a completely different structure.  Some XML documents may consist of repeating, recursive, or nested elements.  Some documents may have different names to define the same elements and attributes of another document.  Even relational tables themselves may be difficult to integrate, due to the fact that they may be designed in a different manner or have dissimilar grammars.

Querying XML documents that have been integrated is especially a pertinent problem.  The use of XQuery and XPath languages requires some knowledge of a schema against which the XML data is validated.  If one wrote a query that required 100 different documents of data, 100 schemas must be known before the query could be written!

Proposed Solutions

There have been various approaches to evaluating a solution for interoperability.  The obvious solution to this ongoing problem is to enforce one global schema upon which all sources of data will be designed.  Each participating data source must have this same schema describing its content.  This is neither a viable nor efficient option.  It is simply impossible to have this kind of cooperation from all sources of data.  Further, it is not overall enticing for people to use a structure from which they are not familiar.

Another approach, defined by Halevy et al [1], is a source-to-source approach.  It uses a source-to-source mapping technique.  A cooperating user will enter their unstructured data (similar to the semi-structured XML) into the system.  This data is then integrated to other sources one source at a time.  Further details of the technique are discussed in related work.

Whichever method is used, it is desired and almost essential to develop an architecture that will allow users to conduct global queries over the entire heterogeneous database system.  The user simply needs to write one query and allow the internal structure to perform the necessary adjustments to the data and/or schema in order to create the look of a homogeneous system.  


This paper focuses on the optimization of the solution that one such existing idea presents for data integration.  The idea uses a common vocabulary, or ontology, to match all possible related elements described in an XML document.  These are matched by presenting certain definitions, or mappings, between the vocabularies and the data given in XML format.  One global query may be posed using definitions within the vocabularies, and the system processes the query by translating the global query into queries using these mappings that local XML sources can understand.  Optimization is needed when a join (also a measure in query cost) is required between two or more definitions in the ontology.  The paper describes a methodology to optimize the solution given a number of sources as well as a number of certain definitions within the ontology.    

CHAPTER II

PREVIOUS WORK


Dr. Fereidoon Sadri and Dr. Laks Lakshmanan introduce a possible solution to this problem in their paper “XML Interoperability”[2].  The paper utilizes a methodology inspired by the building blocks of the semantic web initiative [3].   Instead of using individual elements, a query is made across of group of multiple data sources using a view of binary relations specified by an RDF definition.  RDF, or Resource Definition Framework, defines a factual statement between two “resources”, or objects. Each rdf definition contains two resources connected by a property in which they are related.   The binary relation is a result of a direct translation or “mapping” between the two objects of the relation and an XPath expression giving the location of where that object would appear in a particular document.  The binary table itself, in essence, is the property.   The view is essentially a translation from a tree like XML structure to a traditional table structure.  The table view may make a query easier to pose, especially for those users who have traditionally used relational databases.


If there is interest in cooperation, the mappings are created locally by an administrator of each source.  The designs of the mappings are made locally and are perceived to match a common ontology with the other sources.  Ontologies are high level definitions of the relationships between the resources described by RDF.  They define concepts, or classifications for resources and their properties.  Ontological properties link these classes together[4].  


The purpose of creating these binary table views is to convert what was a heterogeneous multi-database system[5], that is, one that contains many data sources with varying structures (or semi-structures), into one that has a homogeneous look.  This may allow a user to pose global queries on all data without having to know each individual schema or its particular content.  In addition, all queries can be written as if they were against a series of simplistic binary tables, with the ability to select, project and join these “tables” over the mapped ontology classes given.  


This may be initially misconstrued as being a similar methodology to the concept discussed in chapter 1, where the local sources were mapped to a common global schema.  This is not necessarily the case.  Part of the original goal of the semantic web was to create a common vocabulary of web information content that is both accommodating to human beings and machines.  The paths in the XML document are to be mapped to ontologically natural definitions that are widely accepted.  


Lakshmanan and Sadri describe an architecture that takes the mappings from each source and translates each binary relation given in a global XQuery statement.  

Mappings


Mappings to the global binary relation are to be conducted by the administrators of a particular data source through the use of graphic tools[6].  The mappings are said to have the following format:

A-B(f($A),f($B)) ← path1 $glue,$glue/path2 $A,$glue/path3 $B

A-B is the binary relation that is being described.  This is transformed into 3 paths of a particular source.  The first path is called the glue path.  This is typically going to be the least common ancestor in the source’s schema tree between the two named attributes.  The two paths correspond to the location (as determined by the local source administrator) of the respective element from the binary relation within the local source.  Because the rdf format requires at least one uri in its definition [7], the function f() is given to apply a uri-naming function to match the structure of an rdf statement.  Either the first variable, called the domain, must be renamed via an uri, or both the domain and the range (second variable) must have associated uris.  For example, the “A-B” relation given above, represents “A”, the domain, as a uri, and “B”, the range, as a uri or string value.  Mappings are conducted for each source and are used in the translation of non-determinant global queries (that is, a query a local source cannot solve) to computable local queries. 

Global Queries Translation

The creation of mappings by the source administrator allows the system to create a logical translation that will ultimately be used in the equivalent final query.  The translation algorithm (noted as “Algorithm 1”) as given by Lakshmanan and Sadri in “XML Interoperability” is handled as follows:

Algorithm 1

Given the following input: 

Global query Q, source mappings mi for source i

A Local sub-query Qi at source i resulting from Q may be found using the

following rules:

(1)If a variable declaration $x in Q corresponds to a tuple of a predicate p, then replace it with the glue variable in the mapping rule for p.

(2)If a variable declaration $x in Q corresponds to an argument of a predicate p, and the declaration also has a selection condition on the other argument, replace the tuple with the glue variable and keep the selection condition.

(3)If a variable declaration $x in Q corresponds to an argument of a predicate p, then replace it by the declaration for that argument in the mapping definition.

(4)If a URI is used, substitute the object id of that object.

(5)Because of (4), any object-objectId mapping may be discarded in a local query, since the object id has already been accounted for.

The translation can be generated at a local source whose result can be sent to a common moderator or architecture; Lakshmanan and Sadri refer to this as the “coordinator”.  The idea is to materialize a translated query local to a source and send that partial result to the coordinator where results from all sources requested may be combined to form a valid answer to the query.  This promotes a certain amount of parallelism amongst sources and reduces any kind of network “traffic” that may occur during evaluation.  Appendix A shows several examples of the usage of this translation algorithm over a single source. 

Global Query Optimization


Once the mappings are made to be known to the architecture, that source can now be integrated with the other existing sources and have queries written against it.  The global query will invoke a translation of the variables declared in the global Xquery conducted by a user.  These translations will materialize in the local sources themselves and send the results to the coordinator.  One of the bottlenecks of this application however is that the translation is not as simple as the union of local queries, that is, given the mappings for that particular source, a query cannot be simply translated to results of the translated query unioned with other sources’ local translations.   The result is actually these locally translated queries combined with queries that use information from multiple sources, also known as inter-source queries.  These queries account for sources that may have only some or none of the information being asked for in a particular part of the query and must be used in joins.  Let us say, for example, that a user would like to see what items may be found at a warehouse in a given state using two sources.  Because three items of information are needed (namely items, warehouses, and states), there are at least two relations that are needed to conduct the query. Let us assume that there exists the semantic relationships item-warehouse and warehouse-state from which we can evaluate the query.  Using the mapping, we can translate (using Algorithm 1) warehouse-state and item-warehouse to the associated xpaths in source 1 and join them.  We can then do the same for source 2.  However, an “item” may exist in item-warehouse in source 2 that does not exist in source 1 and vice-versa.  To account for this, an inter-source query must be used.  In symbolic notation, we will rename “item-warehouse” as p and “warehouse-state” as q.  P and q are joined for 2 sources (sources are given as a subscript) as follows:
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This may be expanded to:
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Here, one can see that there are four joins needed to fully complete the join between these two relations for two sources.  A join between the same source (ie 
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) is regarded as a local, or intra-source join.  A join between different sources (ie 
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) is regarded as an inter-source join. The total cost of a query consisting of m binary relations (also called predicates) over n sources of data can be generalized as requiring nm joins.  This is an exponential cost that is quite uninviting.  Optimizing this particular process is an important and almost essential task that would make this particular methodology practical.  


Lakshmanan and Sadri had found that if some cases hold true, then certain inter-source queries might be eliminated.  Given are two relations – relation p, containing attributes A and B, and q, containing attributes B and C.  They can be written as p(A,B) and q(B,C).  Suppose the join attribute B is a key for q, that is, there is a functional dependency of B ( C that exists for relation q.  Inter-source joins involving predicate p at source i can be eliminated provided:

(1)The consistency condition holds for q.  This is a statement of correctness across all sources for the q relation (the functional dependency is not violated on any source for q).

(2)A foreign key constraint exists from pi to qi.  That is, the join attribute in pi is contained in qi 

Keys can be determined in a few different ways.  First, ontologies can define a key relationship between a domain resource and a range resource.  Second, there is method constructed by Davidson, et all [8], that determines some constraints from schema definition.


The foreign keys can be derived using an algorithm described by Lakshmanan and Sadri in “XML Interoperability” section 4.3
.  Here, they define a method to determine referential integrity from one predicate to another in the following way:


Consider two binary predicates, p and q, with mappings


P($x,$y) ← path1 $g, $g/path2 $x, $g/path3 $y


Q($z,$w) ← path4 $h, $h/path5 $z, $h/path6 $w

The p predicate can be seen as p(A,B) and the q predicate can be seen as q(B,C).  There is referential integrity from p to q over joining attribute B if:

(1) path1/path3 = path4/path5 and the element associated with both path1/path3 or path4/path5 is declared to be non-null

(2) The element associated with path2/path6 is declared by the source schema to be required and non-null.

For clarification, this can also be extended for any type of join.  This particular case given in the algorithm above covers a “range-to-domain” type of join, in which the range variable of the first predicate and domain variable of the second predicate represent the common joining attribute.  A domain-to-domain join (ie P(A,B) and Q(A,C)), a range-to-range join (ie P(A,B) and Q(C,B)), and a domain-to-range join (ie P(A,B) and Q(C,A)) are all applicable joins to this algorithm.  The paths simply need to be changed to accommodate them.   Knowing these key pieces of information can give a strategy will go a long way in optimizing a particular global query for most cases.

CHAPTER III

CONTRIBUTIONS

My goal is to find an algorithm that can harness the optimization principle discussed earlier for queries that require multiple joins and reduce the undesirable nm join runtime.  Upon doing so, one may combine the results of the required joins with the translation algorithm given above to give a fully translated and optimized global query as a union of local results (which may or may not include inter-source queries).  Once this translated query is found, the results can then be interfaced into another optimization engine to handle data transfer amongst the sources (discussed in future work).  

Extension of Join Optimization


Despite the simplicity of the approach of eliminating inter-source joins between the predicates, there is a great deal of complexity involved when joining more than two such predicates.  Joins between relations can be represented as a graph structure.  For example, suppose the following relations are given in a global query:

P(A,B) Q(A,C) R(A,D) S(D,E) T(D,F) U(C,G)

The graphical representation can be seen in Figure 3.1 on the following page:

Figure 3.1 – Graphical look at joining predicates



Each vertex, or node, represents a binary predicate and each edge represents a possible join between two predicates over an attribute.  Some joins will be over an attribute that is a key in one of the relations and some will not.  Some joins will have the desired referential integrity constraint and some will not.  The approach discussed in chapter 2 must know which joins are over attributes that contain a key in one of the relations as well as knowledge of foreign keys.  It is essential to know the order in which to join relations, otherwise possible inter-source joins that may be eliminated may not be eliminated.  It would be useful to know ahead of time under which circumstances joining multiple predicates would eliminate all inter-source joins between them.  Theorem 1 explains when such a situation may occur. 

Theorem 1

Lemma 1

The definition of a local, or intra-source join, is a join that contains predicate fragments of only one source.  A source fragment is denoted by a subscript (ie p1 represents predicate p at source 1).  The symbol 
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 denotes natural join.  The following statement may be declared.

Suppose in a given global query Q, there is a requested join between 3 binary predicates R,S, and T.  R contains attributes A and B, S contains attributes B and C and T contains attributes C and D.  If inter-source joins are eliminated between two pairs of joining predicates then all inter-source joins can be eliminated for joining all three predicates.

A proof may be conducted by contradiction.  Suppose when joining R,S, and T (
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can be eliminated.  Let us assume that there are two sources that are participating in Q.  
[image: image9.wmf]T

S

R

><

><

can also be written 
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.  In tabular form it will read:
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Joining over these two relations would yield four possible join combinations:
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The first relation created is 
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, which is an intra-source query.  The last relation created is 
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, which is an intra-source query.  The result is the following: 
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The second and third relations contain an intersection of s at sources 1 and 2 (
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Here, only the intra-source joins exist (as seen by the common subscripts denoting the source number), thus all inter-source queries are eliminated amongst the three predicates, violating the statement that all inter-source queries are not eliminated.

■

Lemma 2
Lemma 1 can be generalized for required joins of m predicates using induction.  If inter-source joins for m-1 pairs of joining predicates can be eliminated, then inter-source joins can be eliminated for joining all m predicates, provided that the each predicate node in the associated join graph (given as an example in Figure 3.1) composed can reach all other predicate nodes (ie the graph is a spanning tree).

Let R1 be the relation represented by a composite join of m-2 predicates (R1 = 
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), requiring m-3 joins.  R1 represented in graph form reveals that all predicate nodes can be reached by other predicate nodes and it is assumed that all the joins within R1 can eliminate (m-3) inter-source joins.   Suppose when joining composite join R1, rm-1, and rm, all inter-source joins are not eliminated, but inter-source joins between R1 and rm-1 may be eliminated and all inter-source joins for 
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can be eliminated.  (Note: subscripts here define the predicate, not the source).   Let us assume that there are two sources that are participating in Q.  
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(Note: the second subscript represents the source number).  Evaluating R1 over two sources would yield 
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The same is done for rm-1  and rm.  In tabular form, this would read:
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Joining over these two relations would yield four possible join combinations:
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The first relation created is 
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, which is an intra-source query.  The last relation created is 
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, which is an intra-source query.  The result is the following: 
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The second and third relations contain an intersection of s at sources 1 and 2 (
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Here, only the intra-source joins exist, thus all inter-source queries are eliminated, violating the statement that all inter-source queries are not eliminated.  Lemma 1 has been generalized for cases for m predicates and m-1 intra-source joins.

■

This is an important principle to consider.  There are different ways one may join many predicates.  If it is feasible to find those joins that can eliminate inter-source joins, a significant amount of work can be saved.

It is also important to reiterate that, in order for this principle to hold, the associated join graph with m predicates must be connected such that all predicate nodes are reachable by the other predicate nodes.  This is justified by setting R1 as such a sub-graph. There may be cases where there are m-1 pairs of joins that can eliminate inter-source joins but not eliminate all inter-source joins.  

For example, suppose there is a query that involves the joining of 4 predicates P(A,B), Q(A,C), R(A,D) and S(D,E).  The joining of predicate pair P and Q is found to have eliminated inter-source joins between them.  The joining of predicate pair P and R as well as Q and r also can eliminate inter-source joins amongst them.  In all, there are 3 pairs of joining predicates that can eliminate inter-source joins.  The join graph is shown below:




It is clear that predicate node S is not joined with any other predicate as a result of using the methodology described above (although it can join with node R over the attribute D).  Therefore, all inter-source joins for joining all 4 predicates together, despite having 4-1=3 joins that eliminate inter-source joins, cannot be eliminated because the predicate S is not used in any pairs of the above.    Thus, the sub-graph that will be found must also be a spanning tree.  

A Greedy Approach


As stated previously, the elimination of an inter-source join involves knowing 3 conditions to exist.  There must exist a functional dependency over the joining attribute, or key constraint, on one of the relations.  That relation must have the consistency condition.  Finally, a foreign key constraint (i.e. referential integrity) must exist for the join attribute from one relation to the other that has that attribute as a key.  When there are multiple joins involved in an operation, it is difficult to find these conditions.  To alleviate some work, the consistency condition is assumed to always hold.  Therefore, an algorithm with a greedy approach may be taken.  The idea is simple.  Find those binary relations that contain a key and join them with whichever relation that contains that particular attribute.  Then, check for a foreign key constraint for each source.  If there is such a constraint, then the inter-source join between those relations can be eliminated for that source.  If, for m predicates, m-1 joins can be found to have inter-source queries eliminated, then all inter-source queries can be eliminated.

Algorithm for the determination of inter-source joins

The following algorithm uses Theorem 1 and the above principles, to determine if all inter-source joins given a set of binary predicates can be eliminated. 

Given: 

Set of global binary predicates P, functional dependencies FD that exist within the predicates P.

Algorithm 1 part a – graph/tree creation 

1. Find a predicate, p1 that does not contain a key.  This will be denoted as the root node.  If there is no such predicate, arbitrarily pick one.

2. Find a predicate, p2 that contains a common attribute A with p1.

3. Check if the common attribute A is a key in p2.  If it is, then check for referential integrity from p1.A to p2.A for all sources n (using the rules in “XML Interoperability”).  For each inter-source join that can be eliminated (using Theorem 1 in “XML Interoperability”) subtract 1 from n2-n (this represents the maximum number of inter-source joins possible between the two predicates).  The final number will be used as a weight of an undirected edge from p1 to p2.  If there is no key, use n2-n as the weight.  Create node p2 and connect p1 to p2 with the weighted edge.

4. Repeat steps 2 and 3 until all predicates that contain a common attribute are connected by an undirected edge to p1.

5. Continue steps 2 through 4 until all predicate nodes and edges (joins) are accounted.

Algorithm 1 part b – finding the minimum spanning tree  

1. Use Prim’s algorithm[10] with p1 as the root node.  The results should be all predicate nodes m with m-1 edges.

2. Add the weights of all the edges.  If the total weight is zero, then all inter-source joins can be eliminated.  If it is greater than zero, then run the join determination function over the minimum spanning tree. 

*3.  (This method may not be necessary).  Use a dynamic programming scheme on the join determination algorithm to determine if the minimum spanning tree is indeed the best solution.  The algorithm is run again on several non-minimal spanning trees and compared to the minimum spanning tree.  The best answer (the graph that produces the least amount of inter-source joins) will be used. 

■

The output will give a set of joined predicates that are required to fully satisfy the global query.  Part a creates the graph structure shown in Figure 3.1 above.  Additionally, edges are given costs based on how many inter-source joins are required per individual join.  If there are no inter-source joins required for that individual join, a weight of zero is placed on the edge.  Part b uses Prim’s algorithm, a traditional minimum spanning tree algorithm that uses a root or reference node and undirected weigted paths.  The algorithm takes the shortest total path, which here represents the least amount of inter-source joins required.  Because there are no negative paths, a total weighted path of zero means that there exists a path that traverses all the nodes of the original graph in which all edges between nodes are 0.  An edge with path 0 indicates that all inter-source joins between the two predicate nodes can be eliminated.  As stated in Theorem 1, elimination of m-1 inter-source joins (represented as an edge in the graph) will yield a query that eliminates all inter-source queries.  Additionally, all predicates (represented as nodes) are joined, satisfying the second requirement outlined in Lemma 2 of Theorem 1 of this paper.


Note the part 3 has been starred – this particular step will be discussed later in this paper.
Join determination function 

Oftentimes, it is not possible to eliminate all inter-source joins given a global query.   To account for this, algorithm 1b (2) states, the join determination function must be run.  The join determination function is an algorithm that runs as follows: 

Given: 

Minimum spanning tree T (or other spanning tree T), containing set of predicates P and an empty set, S, of queries required for translation.

1. Materialize all possible join scenarios.  There will be initially nm (where n is the number of sources and m is the number of predicates used in the global query) such possibilities.  This is placed in a list.  

2. Traverse the graph over each edge and conduct the tests that eliminate inter-source joins between two predicates.  For each join that can be eliminated between the two predicates, remove any query that may require such a join from the list created in step 1.

3. Repeat until all edges have been evaluated.  The result will be the joins required to fully complete the global query using this particular spanning tree.  

■

It is important to note that this optimization technique uses the reduction in the number of joins as its method.  It does not account for all parameters for optimizations, such as network considerations (distances between sources and coordinator), the amount of data stored in each source and required for transfer, and the complication of the global query itself.  There may be a scenario in which a smaller amount of joins between predicates can take longer to evaluate because the larger data nodes of binary relations may not have been eliminated.

Example 1 – Joining 6 predicates that will require no inter-source joins

Suppose the global query includes predicates P(A,B), Q(A,C), R(A,D), S(D,E), T(D,F), and U(C,G).  To expedite the handling of this very simple case, the mappings have been left out and referential integrity checks will assume that there is integrity. Also note that the letters in the parenthesis denote the attributes of a given binary relation.  The ontologies and key determination tools find that the set of functional dependencies, denoted FD, exist:

A ( B

A ( D

D ( E

D ( F

C ( G

Using algorithm 1a, the join graph structure may be created.

Step 1: Find a predicate, p1 that does not contain a key.  This will be denoted as the root node.  If there is no such predicate, arbitrarily pick one.

Here q is chosen as the root node because it does not contain a key.
Step 2: Find a predicate, p2 that contains a common attribute A with p1.

Both P(A,B) and R(A,D) share attribute A and U(C,G) share attribute C with Q(A,C).  

P(A,B) is chosen and added to the graph because it appears first in the set of predicates.



Step 3: Check if the common attribute A is a key in p.  If it is, then check for referential integrity from p1.A to p2.A for all sources n.  For each inter-source join that can be eliminated (using Theorem 1) subtract 1 from n2-n(this represents the maximum number of inter-source joins possible between the two predicates).  The final number will be used as a weight of an undirected edge from p1 to p2.  If there is no key, use n2-n as the weight.  Create node p2 and connect p1 to p2 with the weighted edge.

Because A ( B and there is referential integrity between q and p over common attribute A, all inter-source joins can be eliminated.  The algorithm subtracts the necessary weights to account for eliminated inter-source joins.  The weight is set to zero.


 


Step 4: Repeat steps 2 and 3 until all predicates that contain a common attribute are connected by an undirected edge to p1.

Predicate R is selected next and is added to the graph.


R has a key (A ( D) and there is referential integrity from q to r over A.  The algorithm once again subtracts the necessary number of possible eliminated inter-source joins from the weight.  Therefore, a path of weight zero exists between the two nodes.


Predicate U is selected next and is added to the graph.  There exists a key C ( G and there exists referential integrity over common attribute C.  A path of weight zero is added.



All possible adjacent nodes to q have been found.  The next node to be evaluated is p.

Step 5: Continue steps 2 through 5 until all predicate nodes and edges (joins) are accounted.

There is one additional predicate that shares a common attribute with p (predicate r).  Predicate r already exists in the graph.  R has a key A ( D and there is referential integrity over A.  An edge of weight zero can be created between the two predicates.


Predicate R shares common attribute D with both predicates S and T.  Both S and T have D as their key, thus, edges between R and S and R and T will have weight zero.  R also can re-join with p.  At this point, the integrities are evaluated again and weight is calculated.  The algorithm takes the maximum weight of the two joins in this case.  Because of the simplicity of the example, both weights are zero making the weight of the undirected edge zero. 


Finally, S and T share common predicate D and has referential integrity.  The final graph can now be created.



Using algorithm 1b, the join costs can be determined.

Step 1: Use Prim’s algorithm with p1 as the root node.  The results should be all predicate nodes m with m-1 edges.  

Prim’s algorithm will greedily create a minimum spanning tree T from the above graph.  T will resemble the following: 

Step 2: Add the weights of all the edges.  If the total weight is zero, then all inter-source joins can be eliminated.  If it is greater than zero, then run the join determination function over the minimum spanning tree. 

Here, the total weight of the spanning tree evaluates to 0.  Thus there are no inter-source queries required and the determination function need not be run.  The final result will give: 
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These can be materialized by the local sources and have their results sent back to the coordinator where the union can be made and the query evaluated.


Example 1 illustrates the simplest example of a series of joins where all inter-source queries can be eliminated.  Example 2 defines a more complicated case with real data.

Example 2 – A query joining 4 predicates that requires inter-source joins

Suppose the following global query is made:  Given three sources (found in Appendix C), find all book titles with their associated authors last names written before the year 2003 contained in these sources (listing one author).  The XQuery representation of this global query is given in Fig 3.2.  The proceeding figures show the documents’ schemas in tree form along with the associated mappings for each source.


The global query can resemble a sql query.  Each predicate can be treated as a binary table.  Because title, year, and lastname must be found, the user simply finds the ontologies that contain these items and joins them with each other in the where clause of the flwr expression.  

Figure 3.2 – Global Query Q 
For $a in book-author/tuple,

       $b in book-title/tuple,

       $c in book-year/tuple,

       $d in author-lastname/tuple

where
$a/book=$b/book and


$a/book=$c/book and

$a/author=$d/author and

$c/year < 2003

Return <book> {$b/title} <author> {$d/lastname}</author></book>

Figure 3.3 – DTD and Mapping data for Source 1
Source 1 – “bib.xml”
DTD:





Mappings:

Book-author(f($A),f($B)) ← doc(“bib.xml”)/book $X, $X/@isbn $A, $X/author/id $B

Book-title(f($A),$B) ← doc(“bib.xml”)/book $X, $X/@isbn $A, $X/title $B

Book-year(f($A),$B) ← doc(“bib.xml”)/book $X, $X/@isbn $A,$X/year $B

Author-last(f($A),$B) ← doc(“bib.xml”)/book/author $X, $X/@id $A, $X/last $B

Document data is located in Appendix C.  The first source is a bibliography schema.  It defines the books and authors.  All mappings can be defined as matching the ontology.

■

Figure 3.4 – DTD and Mapping data for Source 2

Source 2 – “author.xml”
DTD:






Mappings:

Book-author(f($A),f($B)) ← doc(“author.xml”)/author $X, $X/book/id $A, $X/@id $B

Book-title(f($A),$B) ← doc(“author.xml”)/author/book $X, $X/id $A, $X/title $B

Book-year(f($A),$B) ← doc(“author.xml”)/author/book $X, $X/id $A, (NULL)

Author-last(f($A),$B) ← doc(“author.xml”)/author $X, $X/@id $A, $X/last $B

Document data is located in Appendix C.  This schema contains information about authors.  All mappings cannot be produced because there is no information about the year of the books that an author has written.

■

Figure 3.5 – DTD and Mapping data for Source 3

Source 3 – “books.xml”
DTD:






Mappings:

Book-author(f($A),f($B)) ← doc(“books.xml”)/book $X, $X/@isbn $A, $X/authorid

Book-title(f($A),$B) ← doc(“books.xml”)/book $X, $X/@isbn $A, $X/title $B

Book-year(f($A),$B) ← doc(“books.xml”)/book $X, $X/@isbn $A,$X/year $B

Author-last(f($A),$B) ← doc(“books.xml”)/book $X,$X/authorid, (NULL)

Document data is located in Appendix C.  This schema contains information about books (notably a table of contents).  All mappings cannot be produced because there is no information about the lastnames of the authors of the books, only the content of the books themselves.

■


Also needed are the relationships within the attributes of the predicates.  These, as stated before, can be determined by the predefined ontological relationships themselves or by using the methods in [9].  Here, it has been determined that the following functional dependencies exist:

Book ( title, Book ( year, Author ( last

(Note: it is possible to have a Book ( author relationship - relaxing the conditions as a set of authors – but for simplicity, book is assumed not to be a key of author.  This will not have an impact on this particular example.  It is used for simplicity of explanation). 

With the input ready, algorithm 1a may be deployed to produce the join graph structure.

Step 1: Find a predicate, p1, that does not contain a key.  This will be denoted as the root node.  If there is no such predicate, arbitrarily pick one.

Here, the choice for the root node is Book-author (it assumed that no key exists in this relationship).


Step 2: Find a predicate, p2, that contains a common attribute A with p1.

Book-title shares the attribute “book” with the book-title ontology predicate and is added to the graph.


Step 3: Check if the common attribute A is a key in p.  If it is, then check for referential integrity from p1.A to p2.A  for all sources n.  For each inter-source join that can be eliminated (using Theorem 1) subtract 1 from n2-n (this represents the maximum number of inter-source joins possible between the two predicates).  The final number will be used as a weight of an undirected edge from p1 to p2.  If there is no key, use n2-n as the weight.  Create node p2 and connect p1 to p2 with the weighted edge.



Because book is a key for title, there only needs to be referential integrity from book-author.book to book-title.book over each source.  The algorithm will check each source using algorithm outlined in section 4.3 of the “XML Interoperability” paper.  It will look at the common attribute book and Source 1 is checked as follows:

Book-author - Path1/Path2 = doc(“bib.xml”)/book/@isbn

Book-title - Path4/Path5 = doc(“bib.xml”)/book/@isbn

Clearly, the paths will contain the same set of values and they are both non-null.  The second criteria are that the value represented by path2/path6, which is doc(“bib.xml”)/book/title, contains non-null values and is stated as being required.  This is true, as defined in the mappings and the DTD.  Therefore there is no inter-source queries required involving source 1.  2 is subtracted from nm-n to yield (32-3)-2 = 4. Source 2 and Source 3 are also checked.

Book-author-2 - Path1/Path2 = doc(“author.xml”)/author/book/id

Book-title-2 – Path4/Path5 = doc(“author.xml”)/author/book/id

Book-author-3 - Path1/Path2 = doc(“books.xml”)/book/@isbn

Book-title-3 – Path4/Path5 = doc(“books.xml”)/book/@isbn

Title and author are required non-null values in both sources, thus there are no inter-source queries involving source 2 or source 3.  The algorithm recognizes that no inter-source queries are required for these sources.  Therefore, using the value 4 (evaluated from above) the formula 4-(2+2), where (2+2) are the subtracted inter-source queries for source 2 and source 3), yields 0.  The weighted edge between book-author and book-title are given the value 0.  

Step 4: Repeat steps 2 and 3 until all predicates that contain a common attribute are connected by an undirected edge to p1.





The next node found to have a common attribute with book-author is book-year over the attribute book.  The set of functional dependencies show that book is a key for year, thus satisfying key criteria.  The algorithm proceeds to check the referential integrities of each source.  
Source 1:

Book-author-1 - Path1/Path2 = doc(“bib.xml”)/book/@isbn

Book-year-1 – Path4/Path5 = doc(“bib.xml”)/book/@isbn

The set of values for the paths to book in each predicate match each other.  Both year and author are required and have non-null values.  Therefore, no inter-source joins are required involving book-author at source 1.  Subtract 2 from the original weight of n2-n ((32-3)-2=4).

Source 2:

Book-author-2 - Path1/Path2 = doc(“author.xml”)/author/book/id

Book-year-2 – Path4/Path5 = doc(“author.xml”)/author/book/id

The set of values for the paths to book in each predicate match each other.  However, the schema does not have a value that coincides with the value “year” (it is shown as “null” in the mappings).  At this point, an inter-source join is required involving book-author at source 2.  This means that source 2 needs information from source 1 and source 3 to complete the join.  Subtract 0 from the 4 evaluated from source 1 (4-0=4).

Source 3:

Book-author-3 - Path1/Path2 = doc(“books.xml”)/book/@isbn

Book-year-3 – Path4/Path5 = doc(“books.xml”)/ book/@isbn

The set of values for the paths to book in each predicate match each other.  Both year and author are required and have non-null values.  Therefore, no inter-source joins are required involving book-author at source 3.  Subtract 2 from the 4 evaluated from the end of source 2.

As outlined in the evaluation, there is a required inter-source join for source 2 because it lacks the year data that is required in the query.  Using the formula for weight, the weight can be calculated as (32 – 3) - (2+2) = 2.  The “(2+2)” are the eliminated inter-source joins from source 1 and source 3 (remember source 2 did not eliminate inter-source queries).  The value of 2 is used as the weight of the edge between the book-author and the book-year nodes.


The predicate author-last can also be joined to the root node over the attribute author.   



Author (a uri) is a key for lastname.  Therefore, a referential integrity check may be done for all sources for the joining attribute author.

Source 1:

Book-author-1 - Path1/Path3 = doc(“bib.xml”)/book/author/@id

Author-last-1 – Path4/Path5 = doc(“bib.xml”)/book/author/@id 

The set of values for the paths to author in each predicate match each other.  Both lastname and author are required and have non-null values.  Therefore, no inter-source joins are required involving book-author at source 1.  Subtract 2 from the original weight of n2-n ((32-3)-2)=4.

Source 2:

Book-author-2 - Path1/Path3 = doc(“author.xml”)/author/@id

Author-last -2 – Path4/Path5 = doc(“author.xml”)/author/@id 

The set of values for the paths to author in each predicate match each other.  Both lastname and author are required and have non-null values.  Therefore, no inter-source joins are required involving book-author at source 2.  Subtract 2 from the previously evaluated 4 (4-2=2).

Source 3:

Book-author-3 - Path1/Path3 = doc(“books.xml”)/book/authorid

Author-last-3 – Path4/Path5 = doc(“books.xml”)/book/authorid

The set of values for the paths to author in each predicate match each other.  However, the schema does not have a value that coincides with the value “last” denoting author’s lastname.  (it is shown as “null” in the mappings).  At this point, an inter-source join is required involving book-author at source 3.  Subtract 0 from the previously evaluated 2 (2-0=2).

As outlined in the evaluation, there is a required inter-source join for source 3 because it lacks the author data that is required in the query.  Using the formula for weight, the weight can be calculated as 32 – 3 - (2+2) = 2.  The “(2+2)” are the eliminated inter-source joins for sources 1 and 2 (remember source 2 did not eliminate inter-source queries).  The value of 2 is used as the weight of the edge between the book-author and the author-lastname nodes.

Step 5: Continue steps 2 through 5 until all predicate nodes and edges (joins) are accounted for.

The graph will be completed by connecting the book-title and book-year nodes.  First the algorithm will visit the book-title node and join it with the book-year node.

The predicate book-title can be joined to the book-year node over the attribute book.   



Book is a key for year.  Therefore, a referential integrity check may be done for all sources for the joining attribute book.

Source 1:

Book-title-1 - Path1/Path2 = doc(“bib.xml”)/book/@isbn

Book-year-1 – Path4/Path5 = doc(“bib.xml”)/book/@isbn

The set of values for the paths to book in each predicate match each other.  Both title and year are required and have non-null values.  Therefore, no inter-source joins are required involving book-author at source 1.  Subtract 2 from the original weight of n2-n ((32-3)-2=4).

Source 2:

Book-title-2 - Path1/Path2 = doc(“author.xml”)/book/@isbn

Book-year-2 – Path4/Path5 = doc(“author.xml”)/book/@isbn

The set of values for the paths to book in each predicate match each other.  However, as stated previously, there is no year defined within source 2 as it is defined as null.  Therefore, inter-source joins are required.  Subtract 0 from the previously evaluated 4 (4-0=4).

Source 3:

Book-title-3 - Path1/Path2 = doc(“books.xml”)/ book/@isbn

Book-year-3 – Path4/Path5 = doc(“books.xml”)/ book/@isbn

The set of values for the paths to book in each predicate match each other.  Both title and year are required and have non-null values.  Therefore, no inter-source joins are required involving book-author at source 3.  Subtract 2 from the previously evaluated 4 (4-2=2).

As outlined in the evaluation, there is a required inter-source join for source 2 because it lacks the year data that is required in the query.  Using the formula for weight, the weight can be calculated as 32 – 3 - (2+2) = 2.  The “(2+2)” are the eliminated inter-source joins.  The value of 2 is used as the weight of the edge between the book-title and the book-year nodes.


The next node to be visited will be the book-year node.  This predicate can be joined to book-title over book (the reverse of the previous operation).  Evaluation over the join reveals that the same results will apply as the book-title to book-year join.  The maximum of the two weights is 2, so 2 is placed as the permanent weight of the path.  The final graph can be seen as follows:




The graph is complete and the algorithm continues into 1b.

Step 1: Use Prim’s algorithm[10] with p1 as the root node.  The results should be all predicate nodes m with m-1 edges.




The graph above shows the minimum spanning tree T as a result of running Prim’s algorithm from the root node book-author.  

Step 2: Add the weights of all the edges.  If the total weight is zero, then all inter-source joins can be eliminated.  If it is greater than zero, then run the join determination function over the minimum spanning tree.

The total weight is found to be 4 on T.  Because it is not zero (meaning only intra-source joins are needed), the join determination function must be run to find the exact inter-source joins that is required.

Join determination function step 1: Materialize all possible join scenarios.  There will be initially nm (where n is the number of sources and m is the number of predicates used in the global query) such possibilities.  This is placed in a list.  

The list (given in Appendix B as Figure B.1) reveals 34 = 81 possible query fragments.  

Join determination function step 2: Traverse the graph over each edge and conduct the tests that eliminate inter-source joins between two predicates.  For each join that can be eliminated between the two predicates, remove any query that may require such a join from the list created in step 1.

The book-author and book-title join is evaluated first.  From the evaluation process described above, it is determined that all inter-source joins involving the predicate book-author at sources 1, 2 and 3 and predicate book-title can be eliminated.  Refer to figure B.2 in Appendix B to find those full joins that can be eliminated from this step.  The figure shows that 64 fragments have been eliminated!  Based on the first join between book-author and book-title, which produced the elimination of their inter-source joins, of the original possible 34=81 joins, there are now only 27 query fragments that remain.  Figure B.3 in Appendix B shows the remaining list.

Next, the algorithm finds another join – in this example, the next join to be processed is the book-author to book-year join.  According the evaluation process above, all inter-source joins involving book-author at source 1 and source 3 (remember that source 2 did not contain a year node, thus an inter-source join is needed).  The full join involving these predicates can be eliminated from the reduced list of 27 query fragments.  These predicates are shown in figure B.4 in Appendix B.  The figure shows that 12 more fragments have been eliminated.  Based on the join between book-author and book-year, which produced the elimination of their inter-source joins, of the reduced count of 27 joins, there are now only 15 query fragments that remain.  Figure B.5 in Appendix B shows the remaining list.

The next join processed is book-author to author-lastname join, which represents the last edge of our minimum-spanning tree.  This will be the final join evaluated.  According to the evaluation process above, all inter-source joins involving book-author at source 1 and source 2 (remember that source 3 did not contain an author lastname node, thus an inter-source join is needed).  The full join involving these predicates can be eliminated from the reduced list of 15 query fragments.  These predicates are shown in figure B.6 in Appendix B.  The figure shows that 8 more fragments have been eliminated.  Based on the join between book-author and book-year, which produced the elimination of their inter-source joins, of the reduced count of 15 joins, there are now only 7 query fragments that remain.  Thus, the final transformed global query can now be evaluated as follows:
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The query fragments are shown in Figure 3.6 on the next page.  Given that there are 7 query fragments, the query looks very lengthy, however the reduction in running the required queries in the original (81 queries needed to just 5) is an enormous cost saver (in processing time and response time).  Note that 3 of the 7 query fragments are simple local queries that may be evaluated by the query translation algorithm given by Lakshmanan and Sadri.

Figure 3.6 – Query Fragments of Global Query Q

	
	Book-author
	Book-title
	Book-year
	Author-last

	Fragment 1
	Source 1
	Source 1
	Source 1
	Source 1

	Fragment 2
	Source 2
	Source 2
	Source 1
	Source 2

	Fragment 3
	Source 2
	Source 2
	Source 2
	Source 2

	Fragment 4
	Source 2
	Source 2
	Source 2
	Source 2

	Fragment 5
	Source 3
	Source 3
	Source 3
	Source 1

	Fragment 6
	Source 3
	Source 3
	Source 3
	Source 2

	Fragment 7
	Source 3
	Source 3
	Source 3
	Source 3


Translation of the fragment 1, fragment 3, and fragment 7 are simple.  They are the local translations that follow the algorithm given in chapter 2.  The translations of these are given in figure 3.7.

Figure 3.7 – Translated Global Query Q to local sources

{-- Query fragment for 
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For $a in doc(“bib.xml”)/book,

       $b in doc(“bib.xml”)/book,

       $c in doc(“bib.xml”)/book,

       $d in doc(“bib.xml”)/book/author

where
$a/@isbn=$b/@isbn and


$a/@isbn=$c/@isbn and

$a/author/@id=$d/@id and

$c/year < 2000

Return <book> {$b/title} <author> {$d/ lastname}</author></book>

union

{-- Query fragment for 
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For $a in doc(“author.xml”)/author,

       $b in doc(“author.xml”)/author/book,

       $c in doc(“author.xml”)/author/book,

       $d in doc(“author.xml”)/author

where
$a/book/id=$b/id and


$a/book/id=$c/id and

$a/@id=$d/@id and

$c/year < 2000

Return <book> {$b/title} <author> {$d/lastname}</author></book>

union

{-- Query fragment for
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For $a in doc(“books.xml”)/book,

       $b in doc(“books.xml”)/book,

       $c in doc(“books.xml”)/book,

       $d in doc(“books.xml”)/book

where
$a/id=$b/id and


$a/id=$c/id and

$a/author/@id=$d/@id and

$c/year < 2000

Return <book> {$b/title} <author> {$d/lastname}</author></book>

Details of Local Query Fragment Translation


Let us explore the translation algorithm for each join that we must have for this query to be complete.  The first fragment of the fully translated query is:

 {-- Query fragment for 
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For $a in doc(“bib.xml”)/book,

       $b in doc(“bib.xml”)/book,

       $c in doc(“bib.xml”)/book,

       $d in doc(“bib.xml”)/book/author

where
$a/@isbn=$b/@isbn and


$a/@isbn=$c/@isbn and

$a/author/@id=$d/@id and

$c/year < 2000

Return <book> {$b/title} <author> {$d/ lastname}</author></book>

This is the intra-source query for source 1 (bib.xml).  Here the variables $a,$b, and $c are bound to the book element of bib.xml.  The $a is translated from book-author/tuple in global query Q to doc(“bib.xml”)/book.  This is because it is of the type of declaration outlined in category 1 of the translation algorithm given by Lashmanan and Sadri, where the glue variable defined in the mappings replaces the declaration of an entire tuple.  $b (bound to book-title in the global query) and $c(bound to book-year in the global query) are of the same category.  $d also is of type 1 (it is declared as author-lastname in the global query) but it has a different glue variable, defined as doc(“bib.xml”)/book/author in the mapping for source 1.  The resulting data will be unioned with the other 7 join combinations defined by the translation algorithm given in this paper.  The result of this fragment is given as in Figure 3.8
. 

Figure 3.8 - Results of Query Fragment 1
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<book>

  <title>Concrete Mathematics</title>

  <author><last>Graham</last></author>

</book>

<book>

 <title>Concrete Mathematics</title>

  <author><last>Knuth</last></author>

</book>

<book>

  <title>Concrete Mathematics</title>

  <author><last>Patashnik</last></author>

</book>

<book>

  <title>Java An Introduction to Computer Science and Programming</title>

  <author><last>Savitch</last></author>

</book>

<book>

  <title>How to Program Java</title>

  <author><last>Deitel</last></author>

</book>

<book>

  <title>Java An Introduction to Computer Science and Programming</title>

  <author><last>Savitch</last></author>

</book>

<book>

  <title>Java An Introduction to Computer Science and Programming</title>

  <author><last>Savitch</last></author>

</book>

<book>

  <title>Java An Introduction to Computer Science and Programming</title>

  <author><last>Savitch</last></author>

</book>

<book>

  <title>Java An Introduction to Computer Science and Programming</title>

  <author><last>Savitch</last></author>

</book>

<book>

  <title>Java How to Program</title>

  <author><last>Deitel</last><last>Deitel</last></author>

</book>

<book>

  <title>Java How to Program</title>

  <author><last>Deitel</last><last>Deitel</last></author>

</book>

<book>

  <title>Java How to Program</title>

  <author><last>Deitel</last><last>Deitel</last></author>

</book>

<book>

  <title>Java How to Program</title>

  <author><last>Deitel</last><last>Deitel</last></author>

</book>

<book>

  <title>Java How to Program</title>

  <author><last>Deitel</last><last>Deitel</last></author>

</book>

<book>

  <title>Java How to Program</title>

  <author><last>Deitel</last><last>Deitel</last></author>

</book>

<book>

  <title>Java How to Program</title>

  <author><last>Deitel</last><last>Deitel</last></author>

</book>

<book>

  <title>Java How to Program</title>

  <author><last>Deitel</last><last>Deitel</last></author>

</book>

It appears that the correct data has been displayed.  The three books that appear in the document “bib.xml” written before 2003, namely “Concrete Mathematics”, “Java An Introduction to Computer Science and Programming”, and “Java How to Program”, are correctly displayed.  However, there is an undesirable quality in this result and that is the large amount of duplicate information that has appeared.  This is due to the multiple declarations in the translated local query of the same element (ie $a, $b, $c are all declared as doc(“bib.xml”)/book).  This can be corrected by a further optimization that eliminates the redundant declarations (discussed in future work).  Here, this particular item is corrected by binding the entire query fragment as a variable and using the “distinct-values” function on that variable[10].  This will eliminate the unwanted duplication.  The corrected query fragment is shown in Figure 3.9 and the result in Appendix D.

Figure 3.9 – Revised Query Fragment 1
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{-- Query fragment for 
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for $result in distinct-values(

for $a in document("bib.xml")/book,

    $b in document("bib.xml")/book,

    $c in document("bib.xml")/book,

    $d in document("bib.xml")/book/author

where $a/@isbn=$b/@isbn and

      $a/@isbn=$c/@isbn and

      $a/author/id=$d/id and

      $c/year < 2003

return <book> {distinct-values($b/title)} <author> {$d/last} </author> </book>

)

return $result

This will be unioned with the 2 other local query fragments.


The third fragment of the fully translated global query (with the distinct-values function added) is:

{-- Query fragment for 
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for $result in distinct-values(

for $a in document("author.xml")/author,

    $b in document("author.xml")/author/book,

    $c in document("author.xml")/author/book,

    $d in document("author.xml")/author

where $a/book/id=$b/id and

      $a/book/id=$c/id and

      $a/@id=$d/@id and

      $c/year < 2003

return <book> {$b/ title} <author> {$d/last} </author></book>

)

return $result

This is the intra-source query fragment for source 2 (author.xml).  Variable $a is of category 1 and is translated from book-author/tuple to doc(“author.xml”)/author.  $b is translated from book-title/tuple to doc(“author.xml”)/author/book.  $c is translated from book-year/tuple to doc(“author.xml”)/author/book.  $d is translated from author-lastname to doc(“author.xml”)/author.  The resulting data will be unioned with the other 7 join combinations defined by the translation algorithm given in this paper.  The result of this fragment (given in Appendix D) is a null set of elements.  This is due to the fact that “author.xml” does not have enough data by itself to complete the query fragment.

The seventh fragment of the fully translated global query is:

{-- Query fragment for
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for $result in distinct-values(

for $a in document("books.xml")/book,

    $b in document("books.xml")/book,

    $c in document("books.xml")/book,

    $d in document("books.xml")/book

where $a/@isbn=$b/@isbn and

      $a/@isbn=$c/@isbn and

      $a/author/@id=$d/id and

      $c/year < 2003

return <book> {$b/title} <author> {$a/author/last} </author> </book>

)

return $result

This is the intra-source query for source 3 (books.xml).  Variable $a is of category 1 and is translated from book-author/tuple to doc(“books.xml”)/author.  $b is translated from book-title/tuple to doc(“books.xml”)/author/book.  $c is translated from book-year/tuple to doc(“books.xml”)/author/book.  $d is translated from author-lastname to doc(“books.xml”)/author.  The resulting data will be unioned with the other 7 join combinations defined by the translation algorithm given in this paper.  The result of this fragment (given in Appendix D) is a null set of elements.  This is due to the fact that “books.xml” contains no information about the authors’ lastnames. 

Details of Inter-Source Query Fragment Translation

Intra-source queries are easy to evaluate.  The translation of the query is sent from the coordinator to each source where the query is processed.  The results are sent back to the coordinator to combine the results to form the outcome.  The reason for concerns of elimination of inter-source processing is that a serious bottleneck arises when they are needed.  This bottleneck is the fact that there is a need to send data from one source to another to fully process such a query.  The naïve approach would be to send the entire xml document at a particular source to another that requires that information.  This is an inadequate method.  A better approach is to materialize all of these global “views” that were created from the enriched predicates at those local sites where needed and send the materialized views to the other sources for processing.  Materialization occurs much like Appendix A describes.  Translate those predicates using the rules of the translation algorithm that are needed at a certain site and create the resulting materialized table. This newly tabulated data must then be sent to another source where a materialized predicate is also needed.  Despite not having the same size as the entire document, this bulk data transfer will still surely slow the system processing speed.

Regardless, this is a necessary evil.  In example 2 above, an inter-source query must be conducted because source 2, namely author.xml, does not have year information required in the query, but has other pertinent information.  Likewise, source 3, namely books.xml, does not have the author’s last name information required.  

The first inter-source query fragment (the second fragment of the seven) requires book-author, book-title, and author-last to be materialized at source 2.  This is shown as the join 
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.  Materializations of book-author, book-title, and author-last at source 2 is shown in Figure 3.10.

Figure 3.10 – Materializations Needed for Source 2 

	Book-author-2
	Book-title-2
	Author-last-2

	<tuple>

   <book>0-07-228363-7</book>

   <author>A100</author>

</tuple>

<tuple>

   <book>0-07-228363-7</book>

   <author>A101</author>

</tuple>
<tuple>

   <book>0-07-228363-7</book>

   <author>A102</author>

</tuple>
<tuple>

   <book>0-07-239539-1</book>

   <author>A103</author>

</tuple>
<tuple>

   <book>0-201-79344-9</book>

   <author>A104</author>

</tuple>
<tuple>

   <book>1-55860-596-7</book>

   <author>A105</author>

</tuple>

<tuple>

   <book>1-55860-596-7</book>

   <author>A106</author>

</tuple>
<tuple>

   <book>0-387-94907-0</book>

   <author>A107

</tuple>
	<tuple>

   <book>0-07-228363-7</book>

   <title>Database Systems Concepts</title>

</tuple>
<tuple>

   <book>0-07-239539-1</book>

   <title>Object-Oriented Classical Software Engineering</title>

</tuple>
<tuple>

   <book>0-201-79344-9</book>

   <title>Operating Systems</title>

</tuple>
<tuple>

   <book>1-55860-596-7</book>

   <title>Computer Architecture</title>

</tuple>
<tuple>

   <book>0-387-94907-0</book>

   <title>Automata and Computability</title>

</tuple>

	<tuple>

    <author>A100</author>

    <last>Silberschatz</last>

</tuple>
<tuple>

    <author>A101</author>

    <last>Korth</last>

</tuple>
<tuple>

   <author>A102</author>

    <last>Sudarshan</last>

</tuple>
<tuple>

    <author>A103</author>

    <last>Schach</last>

</tuple>
<tuple>

   <author>A104</author>

    <last>Nutt</last>

</tuple>

<tuple>

   <author>A105</author>

    <last>Henessey</last>

</tuple>
<tuple>

    <author>A106</author>

    <last>Patterson</last>

</tuple>
<tuple>

   <author>A107</author>

    <last>Kozen</last>

</tuple>



The materializations have the look of binary relational tables, where “<tuple>” represents a single row and the columns consist of the two attributes in the ontology.  These binary tables may then be joined together at this source to form a larger table.  Figure 3.11 shows one complete table at source 2.  The “<tuple>” now has four columns, representing book, authorid, title, and lastname in the joined predicates.

Figure 3.11 – Source 2 Join of Materialized Results

	Book-author-2 * Book-title-2 * Author-last-2

	<tuple>

   <book>0-07-228363-7</book>

   <author>A100</author>

   <title>Database System Concepts</title>

   <last>Silberschatz</last>

</tuple>

<tuple>

   <book>0-07-228363-7</book>

   <author>A101</author>

   <title>Database System Concepts</title>

   <last>Korth</last>

</tuple>

<tuple>

   <book>0-07-228363-7</book>

   <author>A102</author>

   <title>Database System Concepts</title>

   <last>Sudarshan</last>

</tuple>

<tuple>

   <book>0-07-239539</book>

   <author>A103</author>

   <title>Object-Oriented and Classical Software Engineering</title>

   <last>Schach</last>

</tuple>

<tuple>

   <book>0-201-79344-9</book>

   <author>A104</author>

   <title>Operating Systems</title>

   <last>Nutt</last>

</tuple>

<tuple>

   <book>1-55860-596-7</book>

   <author>A105</author>

   <title>Computer Architecture</title>

   <last>Henessey</last>

</tuple>

<tuple>

   <book>1-55860-596-7</book>

   <author>A106</author>

   <title>Computer Architecture</title>

   <last>Patterson</last>

</tuple>

<tuple>

   <book>0-387-94902-0</book>

   <author>A107</author>

   <title>Automata and Computability</title>

   <last>Kozen</last>

</tuple>


Materialization will also occur at source 1, where the book-year predicate is needed to complete the inter-source query.  This is shown in Figure 3.12.
Figure 3.12 – Materialization Needed at Source 1 

	Book-year-1

	<tuple>

   <book>0-013-141098-9</book>

   <year>2004</year>

</tuple>

<tuple>

   <book>0-20-155802-5</book>

   <year>1994</year>

</tuple>

<tuple>

   <book>0-13-091429-0</book>

   <year>2003</year>

</tuple>

<tuple>

   <book>0-13-031697-0</book>

   <year>2001</year>

</tuple>

<tuple>

   <book>0-13-031697-1</book>

   <year>2002</year>

</tuple>


We are now left with three materialized predicates at source 3 and one materialized predicate at source 1.  As shown in Figure 3.13, either of these materialized predicates must be sent to the other source to be joined with the other predicate.

Figure 3.13 – Transmission of materialized predicates
The decision of which materialized predicate to send across the sources is a topic of future consideration.  Here, the decision will be based on the size of the materialized predicate (in this case book-year is considered “smaller” than the combined join of the other 3 predicates).  Thus, book-year-1 will be sent to source 2 to be joined with the other three.  Unfortunately in this case, a join between these will give no valid tuples because there is no year (the joining attribute) that are contained in both tables.  Thus, the result is a null set, which is returned to the coordinator to be unioned with the other query fragments.

The same is not true, however, for other inter-source queries.  The second inter-source query fragment (and fourth overall) requires the same 3 predicates (book-author, book-title, author-last) to be materialized at source 2 as well. This time, these binary tables may be joined together at this source and sent to source 3, where the binary table book-year is materialized.  This is the join 
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.  Materialization book-year at source 3 is shown in Figure 3.14.   

Figure 3.14 – Materialization of Book-year at Source 3 

	Book-year-3

	<tuple>

   <book>0-07-228363-7</book>

   <year>2002</year>

</tuple>
<tuple>

   <book>0-07-239539-1</book>

   <year>2002</year>

</tuple>

<tuple>

   <book>0-201-79344-9</book>

   <year>2004</year>

</tuple>

<tuple>

   <book>0-07-228363-7</book>

   <year>2003</year>

</tuple>

<tuple>

   <book>0-07-228363-7</book>

   <year>1997</year>

</tuple>


These tables are joined in the same manner as query fragment 2 and the results are sent to the coordinator to be unioned with the local sources.  The full materialization is shown as a five attribute table in Figure 3.15.  

Figure 3.15 – Materialization of Query Fragment 4

	Book-author-2 * book-title-2 * book-year-3 * author-last-2

	<tuple>

   <book>0-07-228363-7</book>

   <author>A100</author>

   <title>Database System Concepts</title>

   <year>2002</year>

   <last>Silberschatz</last>

</tuple>

<tuple>

   <book>0-07-228363-7</book>

   <author>A101</author>

   <title>Database System Concepts</title>

   <year>2002</year>

   <last>Korth</last>

</tuple>

<tuple>

   <book>0-07-228363-7</book>

   <author>A102</author>

   <title>Database System Concepts</title>

   <year>2002</year>

   <last>Sudarshan</last>

</tuple>

<tuple>

   <book>0-07-239539-1</book>

   <author>A103</author>

   <title>Object Oriented and Classical Software Engineering</title>

   <year>2002</year>

   <last>Schach</last>

</tuple>

<tuple>

   <book>0-201-77344-9</book>

   <author>A104</author>

   <title>Operating Systems</title>

   <year>2004</year>

   <last>Nutt</last>

</tuple>

<tuple>

   <book>1-55860-596-7</book>

   <author>A105</author>

   <title>Computer Architecture</title>

   <year>2002</year>

   <last>Henessey</last>

</tuple>

<tuple>

   <book>1-55860-596-7</book>

   <author>A106</author>

   <title>Computer Architecture</title>

   <year>2002</year>

   <last>Patterson</last>

</tuple>

<tuple>

   <book>0-387-94907-0</book>

   <author>A107</author>

   <title>Automata and Computability</title>

   <year>1997</year>

   <last>Kozen</last>

</tuple>


The result of query fragment 4 is found in Appendix D, as are query fragments 5 
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.  These would be joined using a similar methodology to the inter-source joins described above. Figure 3.15 represents the final result of the global query.

Figure 3.16 – Final Result of Global Query

<book>

  <title>Concrete Mathematics</title>

  <author><last>Graham</last></author>

</book>

<book>

  <title>Concrete Mathematics</title>

  <author><last>Knuth</last></author>

</book>

<book>

  <title>Concrete Mathematics</title>

  <author><last>Patashnik</last></author>

</book>

<book>

  <title>Java An Introduction to Computer Science and Programming</title>

  <author><last>Savitch</last></author>

</book>

<book>

  <title>How to Program Java</title>

  <author><last>Deitel</last></author>

</book>

<book>

  <title>Database Systems Concepts</title>

  <author><last>Siberschatz</last></author>

</book>

<book>

  <title>Database Systems Concepts</title>

  <author><last>Korth</last></author>

</book>

<book>

  <title>Database Systems Concepts</title>

  <author><last>Sudarshan</last></author>

</book>

<book>

  <title>Object Oriented and Classical Software Engineering</title>

  <author><last>Schach</last></author>

</book>

<book>

  <title>Automata and Computability</title>

  <author><last>Kozen</last></author>

</book>

Runtime Analysis

One of the reasons for running this type of algorithm is to reduce the runtime needed to conduct a global query over several sources.  As stated earlier, the runtime of a naïve running of a global query over this system will be over nm query fragments.  Using the optimized translation algorithm will oftentimes reduce this runtime at a small cost (there will be some instances where none of the inter-source joins can be eliminated, thus an nm runtime is still needed).  It is important to note that the optimization that takes place here is the reduction in the number of joins.  There are other measures to consider such as data source sizes, network configurations, and inter-source joining techniques (discussed in future work).


The weight of the runtime of the algorithm can be seen as how long it takes to build the graph of join nodes plus the time consumption of running Prim’s algorithm and performing the join determination function.  (It is important to note that the algorithm will run significantly faster if there is no need for the join determination algotrithm).  It is difficult to grasp the exact runtime advantages for an average running of the process.  A number of significant factors influence the algorithm’s performance.  The size of the data sources, the efficiency of the Xquery engine in use and the number of inter-source query fragments that can be eliminated all have important roles in optimization efficiency.  


In this particular example (example 2 given above) the runtime of the query with 81 fragments was run and clocked
.  This particular time was compared with a query of the 5 fragments found by the optimization engine.  The results show a quality improvement.  The query requiring 81 fragments was clocked at 2.1 seconds.  The query required just 8 fragments clocked at .3 seconds.  Of course, this is a simple analysis that will require a greater amount of scaling, but the main idea of time saving is illustrated.

Continuing Using a Dynamic Programming Scheme


Step 3 of the join determination algorithm describes a dynamic programming approach in which all possible spanning trees in the join graph may be needed.  Why is this necessary?  There are certain scenarios in which the minimum spanning tree found is not the optimal solution for the elimination of inter-source joins.  For example, consider the minimum spanning join trees given in Figure 3.17 for 3 sources.  
Figure 3.17 – Graphical look at joining predicates (number of sources=3)



It is clear that both trees have the same total weight (4), thus they can both be considered minimum spanning trees.  Suppose that tree A has a join between predicate p and q that can eliminate all inter-source joins that contain q1 and q2 and a join between predicate r and q where all inter-source joins that contain q1 and q2 can be eliminated.  The resulting query fragments are shown (table next page) in figure 3.18.  Note that there are 7 such fragments required.

Figure 3.18 – Results of joining Tree A

	
	p
	q
	r

	Fragment 1
	Source 1
	Source 1
	Source 1

	Fragment 2
	Source 2
	Source 2
	Source 2

	Fragment 3
	Source 3
	Source 1
	Source 1

	Fragment 4
	Source 3
	Source 2
	Source 2

	Fragment 5
	Source 3
	Source 3
	Source 1

	Fragment 6
	Source 3
	Source 3
	Source 2

	Fragment 7
	Source 3
	Source 3
	Source 3


Now Suppose that tree A has a join between predicate p and q that can eliminate all inter-source joins that contain q1 and q2 and a join between predicate r and q where all inter-source joins that contain q2 and q3 can be eliminated.  The resulting query fragments are shown (in table) in figure 3.18.  There are 9 query fragments required!

Figure 3.18 – Results of joining Tree B

	
	p
	q
	r

	Fragment 1
	Source 1
	Source 1
	Source 1

	Fragment 2
	Source 1
	Source 1
	Source 2

	Fragment 3
	Source 1
	Source 1
	Source 3

	Fragment 4
	Source 2
	Source 2
	Source 2

	Fragment 5
	Source 2
	Source 1
	Source 1

	Fragment 6
	Source 3
	Source 1
	Source 2

	Fragment 7
	Source 3
	Source 1
	Source 3

	Fragment 8
	Source 3
	Source 2
	Source 2

	Fragment 9
	Source 3
	Source 3
	Source 3


Despite the same minimal weight, the same tree can produce 2 different results.  This occurs because the relationship between the weights of the join graph and the number of joins eliminated is nonlinear.  That is, weight (with the exception of weight zero) does not necessarily translate to the number of joins required.  

To combat this, a dynamic programming algorithm may be deployed.  It will behave in a manner similar to a step the Steiner Tree Problem where all spanning trees must be enumerated using a brute force method[14].  After finding the minimum spanning tree, all other spanning trees will be constructed and determined in the same manner as discussed above.  The final join count is determined for that individual tree and compared to the minimum spanning tree.  If the count is smaller, then that is the tree that will be used in the join graph.  


This methodology, in fact, may be used to further optimize Example 2.  The minimum spanning tree found was:


It is important to note that this is not the only minimum spanning tree required here.  The following is also a valid minimum spanning tree:


This spanning tree is actually a better spanning tree to use in this situation.  Its result is only a five query fragment solution: 
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Clearly, the more desirable tree to use is this one and the dynamic programming approach allows us to use it.

This is an NP problem, so the method can be viewed as inefficient.  Therefore there are really 3 options to consider.  We may use the original spanning tree and yield a less optimal solution.  We may add a reasonable heuristic to the algorithm to shorten its complexity.  The last option may be to find another input that may be used to create a more linear relationship between the weight and the number of inter-source joins eliminated.  This is the most interesting scenario because there is another input that has not been considered to this point, namely the size of the data being transmitted.  If there was a feasible way to determine the size of an inter-source join in terms of data size, a more fully optimal answer may be realized (continued in future work).

CHAPTER IV

RELATED WORK

Crossing the Structure Chasm[1]


The techniques in this paper take advantage of the manner in which unstructured data is user-friendly and incorporates this into a scheme of integration of structured data.  It uses a source-to-source mapping technique.  A cooperating user will enter their unstructured data into the system.  This data is then structured by the system in a machine-readable and comprehensible way.  This includes understanding keys and other constraints imposed by the data.  Locally to a source, a schema mapping is conducted by a tool between that source and a source that has a schema close (structurally) to its own.  If a query is to be run by a user the sources are simply chained together until the final result is found.

CLIO[11]

IBM has a project that involves providing an architecture that will manage and facilitate the task of heterogeneous data transformation.  The project is called CLIO.  It is an architecture that uses a manual GUI schema and data tool with three underlying engines.  The user enters the query and the data sources and schemas to the GUI.  This information is sent first to the Schema Engine.  Here, the application mines the data of

each schema for keys, foreign keys, and other pertinent information that may aid in the architecture’s knowledge of the data.  It views the schemas in an object-relational database format (similar to the ontologies that are discussed in the XML Interoperability paper).  This is important because the data schema are then sent to the Correspondence Engine, where CLIO makes use of the classifiers and (in the future) dictionaries (and thesauri) to find how the schemas can be intelligently integrated.  The results are shown to the user through the GUI for approval.  Once approved, the results are sent to the Mapping Engine where the physical integration takes place.  The users see how the system matches their understanding of the query and may make slight adjustments to the mappings until a final satisfying result is reached.

CHAPTER V

CONCLUSIONS AND FUTURE WORK

Processing Inter-Source Joins (reducing network traffic and semi-antijoins)

In a heterogeneous database structure, it is important to know that there are other factors of optimization to consider.  Runtime is just one of those factors.  Another such factor is the transfer of data amongst the various sources at different locations.  


To elucidate this, let us revisit query fragment 4 from example 2, which is given as a join between book-author at source 3, book-title at source 3, book-year at source 3, and author-last at source 2.  The first three predicates would be materialized at source 3 and sent to source 2.  This bulk transfer of data could cause a large bottleneck in the application.  There may be unneeded data (not necessarily in this example however) that may be duplicated or not needed in the inter-source join.  


An additional analysis should be made of the volume of data that a certain predicate may contain.  For example, the “book-title” predicate in “author.xml” may contain more data than the “book-title” predicate in “books.xml”.  A technique could be used to add or subtract weight to the join graph to account for these changes.


Lakshmanan and Sadri offer a suggestion of reducing such holdups by performing the semi-antijoin technique.  Here the local query fragments are materialized at one source and compared to the data needed by another source.  The data that is already found can be excluded from the data needed by that other source.  This continues from source to source until the query is satisfied.  


The technique could be extended to have an impact on the weights of the join graph.  Here, the data size can take precedence over the “number” of joins in terms of optimization preference.  It may also eliminate the need for the dynamic programming scheme because it may make the relationship between the weight of the join spanning tree and the number of inter-source joins eliminated more linear and thus give a more optimal solution.  

Cycles in Graphs


The optimization algorithm assumes that there are no cycles in the query asked.  A cycle occurs when n predicates are joined n times.  For example, let us say that the following query is posed:  

Find the bars that Mike visits that serve all the beers that Mike likes.

The available ontological predicates are bar-beer (for the “property” serves), person-beer (for the “property” likes), and person-bar (for the “property” visits).  In order to solve this query, bar-beer and person-beer must be joined over the attribute beer, person-beer and person-bar must be joined over the attribute person, and bar-beer and person-beer must be joined over attribute bar.  The graph of this may appear as:




Running the algorithm to find the minimum spanning tree may yield a graph of:



Using this tree is incorrect because the person-beer and bar-beer join is not used, but according to the query it must be used.  A separate case in the algorithm (perhaps before the minimum spanning tree is found) must be added so that cycles could be “smoothed” out before an optimal minimum spanning tree is found. 

BD → E  type dependencies 


The optimization discussed in this paper relies heavily on the theorem from “XML Interoperability” that describes when inter-source queries can be eliminated.  It assumes that two predicates will be joined over an attribute that will be a key of one of the predicates.  Thus, there will exist a functional dependency of A → B, where A is the joining attribute, for a predicate p(A,B).


However, in database design, oftentimes there will be multiple attributes dependant on each other.  For example, for existing predicates p(A,B), q(A,C), r(A,D), s(D,E), and t(D,F), the tool discussed in [9] has determined that there is a functional dependency BD → E.  This information may further aid the optimization engine described by eliminating more inter-source queries.

Local XQuery Optimizations 

Example 2 in the paper shows a locally translated global query at certain sources.  For example, the intra-source translation for source 1, namely bib.xml, gives the following query:

 For $a in doc(“bib.xml”)/book,

       $b in doc(“bib.xml”)/book,

       $c in doc(“bib.xml”)/book,

       $d in doc(“bib.xml”)/book/author

where
$a/@isbn=$b/@isbn and


$a/@isbn=$c/@isbn and

$a/author/@id=$d/@id and

$c/year < 2000

Return <book> {$b/title} <author> {$d/ lastname}</author></book>
There are 3 variables ($a, $b, and $c) that are bound to the same path in the document.  A variable declaration in a “for” clause of an Xquery requires another iteration over the entire query for each matching path in the document.  This makes the extraneous declarations expensive and inefficient. If the coordinator or the local sources can somehow reduce these duplicate definitions by combination the query will become more efficient.  An example of such an optimization would be:

 For $a in doc(“bib.xml”)/book,

       $d in doc(“bib.xml”)/book/author

where
$a/author/@id=$d/@id and

$a/year < 2000

Return <book> {$a/title} <author> {$d/ lastname}</author></book>
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APPENDIX A – TESTS FOR TRANSLATION ALGORITHM

Several tests were conducted to find validity in the translation algorithm (Algorithm 1 described in ‘XML Interoperability’).  For simplicity, the global query was translated over a single source.  The single source document was named ‘bib.xml’.  Figure A.1 shows the schema (in tree format) and A.2 shows the document data for bib.xml.  The uri-function was disregarded in the mappings.

Figure A.1 – DTD and Mapping data for ‘bib.xml’

DTD:







Mappings

Book-title ← source/bib/book $x,$x/id $y, $x/author/id $z

book-author ← source/bib/book $x, $x/id $y, $x/author/id $z

book-year ← source/bib/book $x, $x/id $y, $x/@year $z

book-publisher ← source/bib/book $x, $x/id $y, $x/publisher $z

book-price ← source/bib/book $x, $x/id $y, $x/price $z

author-first ← source/bib/book/author $x, $x/id $y, $x/first $z

author-last ← source/bib/book/author x$, $x/id $y, $x/last $z

Figure A.2 – Source data for ‘bib.xml’
<bib>


<book year="1994">



<id>1</id>



<title>TCP/IP Illustrated</title>



<author>




<id>1</id>




<last>L1</last>




<first>F1</first>



</author>



<publisher>Addison-Wesley</publisher>



<price>65.95</price>


</book>


<book year="2002">



<id>2</id>



<title>Teach Yourself J2EE in 21 Days</title>



<author>




<id>2</id>




<last>L2</last>




<first>F2</first>



</author>



<author>




<id>3</id>




<last>L3</last>




<first>F1</first>



</author>



<author>




<id>4</id>




<last>L4</last>




<first>F3</first>



</author>



<author>




<id>5</id>




<last>L5</last>




<first>F4</first>



</author>



<publisher>Sams</publisher>



<price>49.99</price>


</book>


<book year="2001">



<id>3</id>



<title>C++ for Dummies</title>



<author>




<id>2</id>




<last>L2</last>




<first>F2</first>



</author>



<author>




<id>6</id>




<last>L7</last>




<first>F5</first>



</author>



<publisher>Addison-Wesley</publisher>



<price>35.95</price>


</book>


<book year="1994">



<id>4</id>



<title>Sharks</title>



<author>




<id>7</id>




<last>L8</last>




<first>F2</first>



</author>



<publisher>McGraw-Hill</publisher>



<price>9.99</price>


</book>


<book year="1974">



<id>5</id>



<title>Guitar</title>



<author>




<id>8</id>




<last>L9</last>




<first>F6</first>



</author>



<publisher>Pearson</publisher>



<price>125.00</price>


</book>


<book year="1965">



<id>6</id>



<title>The Beatles</title>



<author>




<id>9</id>




<last>L10</last>




<first>F7</first>



</author>



<author>




<id>10</id>




<last>L2</last>




<first>F1</first>



</author>



<publisher>Sams</publisher>



<price>26.00</price>


</book>


<book year="1992">



<id>7</id>



<title>The Beatles</title>



<author>




<id>11</id>




<last>L11</last>




<first>F8</first>



</author>



<publisher>Pearson</publisher>



<price>32.95</price>


</book>

</bib>
The most pertinent question to ask is how one may determine the correctness of the translation algorithm given a query, mappings, and source data.   The best solution is to actually materialize the binary predicates created from the mappings (the tool described in [6] can do this), query those combined documents’ data and match the results with the local query’s data result.  Figure A.3 shows all of the materialized binary tables created from the mappings.

Figure A.3 – Source data for materialized predicates defined in the mappings

(These are for the mappings given in figure A.1)

	“Author-first.xml”

<author-first>


<row>



<author>1</author>



<first>F1</first>


</row>


<row>



<author>2</author>



<first>F2</first>


</row>


<row>



<author>3</author>



<first>F1</first>


</row>


<row>



<author>4</author>



<first>F3</first>


</row>


<row>



<author>5</author>



<first>F4</first>


</row>


<row>



<author>2</author>



<first>F2</first>


</row>


<row>



<author>6</author>



<first>F5</first>


</row>


<row>



<author>7</author>



<first>F2</first>


</row>


<row>



<author>8</author>



<first>F6</first>


</row>


<row>



<author>9</author>



<first>F7</first>


</row>


<row>



<author>10</author>



<first>F1</first>


</row>


<row>



<author>11</author>



<first>F8</first>


</row>

</author-first>


	“Author-last.xml”

<author-last>


<row>



<author>1</author>



<last>L1</last>


</row>


<row>



<author>2</author>



<last>L2</last>


</row>


<row>



<author>3</author>



<last>L3</last>


</row>


<row>



<author>4</author>



<last>L4</last>


</row>


<row>



<author>5</author>



<last>L5</last>


</row>


<row>



<author>2</author>



<last>L2</last>


</row>


<row>



<author>6</author>



<last>L7</last>


</row>


<row>



<author>7</author>



<last>L8</last>


</row>


<row>



<author>8</author>



<last>L9</last>


</row>


<row>



<author>9</author>



<last>L10</last>


</row>


<row>



<author>10</author>



<last>L2</last>


</row>


<row>



<author>11</author>



<last>L11</last>


</row>

</author-last>


	“Book-author.xml”

<book-author>


<row>



<book>1</book>



<author>1</author>


</row>


<row>



<book>2</book>



<author>2</author>


</row>


<row>



<book>2</book>



<author>3</author>


</row>


<row>



<book>2</book>



<author>4</author>


</row>


<row>



<book>2</book>



<author>5</author>


</row>


<row>



<book>3</book>



<author>2</author>


</row>


<row>



<book>3</book>



<author>6</author>


</row>


<row>



<book>4</book>



<author>7</author>


</row>


<row>



<book>5</book>



<author>8</author>


</row>


<row>



<book>6</book>



<author>9</author>


</row>


<row>



<book>6</book>



<author>10</author>


</row>


<row>



<book>7</book>



<author>11</author>


</row>

</book-author>



	“book-price.xml”

<book-price>


<row>



<book>1</book>



<price>65.95</price>


</row>


<row>



<book>2</book>



<price>49.99</price>


</row>


<row>



<book>3</book>



<price>35.95</price>


</row>


<row>



<book>4</book>



<price>9.99</price>


</row>


<row>



<book>5</book>



<price>125.00</price>


</row>


<row>



<book>6</book>



<price>26.00</price>


</row>


<row>



<book>7</book>



<price>32.95</price>


</row>

</book-price>

	“book-publisher.xml”

<book-publisher>


<row>



<book>1</book>



<publisher>Addison-Wesley</publisher>


</row>


<row>



<book>2</book>



<publisher>Sams</publisher>


</row>


<row>



<book>3</book>



<publisher>Addison-Wesley</publisher>


</row>


<row>



<book>4</book>



<publisher>McGraw-Hill</publisher>


</row>


<row>



<book>5</book>



<publisher>Pearson</publisher>


</row>


<row>



<book>6</book>



<publisher>Sams</publisher>


</row>


<row>



<book>7</book>



<author>Pearson</author>


</row>

</book-publisher>
	“book-title.xml”

<book-title>


<row>



<book>1</book>



<title>TCP/IP Illustrated</title>


</row>


<row>



<book>2</book>



<title>Teach Yourself J2EE in 21 Days</title>


</row>


<row>



<book>3</book>



<title>C++ for Dummies</title>


</row>


<row>



<book>4</book>



<title>Sharks</title>


</row>


<row>



<book>5</book>



<title>Guitar</title>


</row>


<row>



<book>6</book>



<title>The Beatles</title>


</row>


<row>



<book>7</book>



<title>The Beatles</title>


</row>

</book-title>



	“book-year.xml”

<book-year>


<row>



<book>1</book>



<year>1994</year>


</row>


<row>



<book>2</book>



<year>2002</year>


</row>


<row>



<book>3</book>



<year>2001</year>


</row>


<row>



<book>4</book>



<year>1994</year>


</row>


<row>



<book>5</book>



<year>1974</year>


</row>


<row>



<book>6</book>



<year>1965</year>


</row>


<row>



<book>7</book>



<year>1992</year>


</row>

</book-year>
	
	



With the source data and mappings in hand, we may continue running certain queries to verify that Algorithm 1 in “XML Interoperability” is indeed correct.  Figure A.4 shows the first such query, subsequently followed by other various simple queries.

Figure A.4 – Translated Query checks for query 1.

{-- Q1: Find the last names of all authors who have written a book called the Beatles --}

{-- global query--}

{--

for $b in document("docs/book-title.xml")//row[title='The Beatles']/book

for $c in document("docs/book-author.xml")//row[book=$b]/author

for $d in document("docs/author-last.xml")//row[author=$c]/last

return $d

--}

{-- local --}

{--

for $b2 in document("docs/bib.xml")/bib/book[title='The Beatles']/id

for $c2 in document("docs/bib.xml")/bib/book[id=$b2]/author/id

for $d2 in document("docs/bib.xml")/bib/book/author[id=$c2]/last 

return $d2

--}

{-- solution

<last>L10</last>

<last>L2</last>

<last>L11</last>

--}

Figure A.5 – Translated Query checks for query 2.

{-- Q2: Find all books written before the year 1995 --}

{-- global --}

{--

for $b in document("book-year.xml")//row

for $c in document("book-title.xml")//row

where $b/year < 1995 and

      $b/book = $c/book

return $c/title

--}

{-- local --}

{--

for $b in document("bib.xml")/bib/book

for $c in document("bib.xml")/bib/book

where   $b/@year < 1995 and


$b/id = $c/id

return $c/title 

--}

{-- solution 

<title>TCP/IP Illustrated</title>,

<title>Sharks</title>,

<title>Guitar</title>,

<title>The Beatles</title>,

<title>The Beatles</title>

--}

Figure A.6 – Translated Query checks for query 3.

{-- Q3: Find titles of books that have an author with a first name F1 --}

{-- global --}

{--

for $b in document("book-title.xml")//row

for $c in document("book-author.xml")//row

for $d in document("author-first.xml")//row

where   $b/book = $c/book and


$c/author = $d/author and


$d/first = 'F1'

return $b/title

--}

{-- local --}

{--

for $b in document("bib.xml")/bib/book

for $c in document("bib.xml")/bib/book

for $d in document("bib.xml")/bib/book/author

where   $b/id = $c/id and 


$c/author/id = $d/id and 


$d/first = 'F1'
return $b/title

--}

{-- correct solution 

<title>TCP/IP Illustrated</title>,

<title>Teach Yourself J2EE in 21 Days</title>,

<title>The Beatles</title>

--}
Figure A.7 – Translated Query checks for query 4.

{-- Q5: Find the average price of all books published by SAMS --}

{-- global --}

{--

let $c := document("docs/book-publisher.xml")//row[publisher='Sams']

let $e := document("docs/book-price.xml")//row[book=$c/book]/price

return <c> {avg($e)} </c>

--}

{--local --}

let $c := document('docs/bib.xml')//bib/book[publisher='Sams']

let $e := document('docs/bib.xml')//bib/book[id=$c/id]/price

return <c> {avg($e)} </c>
{--result

<c>37.995</c>

--}

APPENDIX B – FULL LIST OF JOINS FOR EXAMPLE 2

Figure B.1 – Listing of all 81 possible query fragments
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Figure B.2 – Query Fragments that may be eliminated by joining book-author to book-title
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Figure B.3 – Remaining Query Fragments as a result of the first join (book-author to book-title)
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Figure B.4 – Query Fragments that may be eliminated by joining book-author to book-year
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Figure B.5 – Remaining Query Fragments as a result of the join book-author to book-year
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Figure B.6 – Query Fragments that may be eliminated by joining book-author to author-last
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APPENDIX C – SOURCE DATA FOR EXAMPLE 2

Figure C.1 - “Bib.xml”

<book isbn=”0-13-141098-9”>


<title>Computer Networking with Internet Protocols and Technology</title>


<year>2004</year>


<author>



<id>A1</id>



<first>William</first>



<last>Stallings</last>


</author>

</book>

<book isbn=”0-20-155802-5”>


<title>Concrete Mathematics</title>


<year>1994</year>


<author>



<id>A2</id>



<first>Ronald</first>



<last>Graham</last>


</author>

<author>



<id>A3</id>



<first>Donald</first>



<last>Knuth</last>


</author>

<author>



<id>A4</id>



<first>Oren</first>



<last>Patashnik</last>


</author>

</book>

<book isbn=”0-13-091429-0”>


<title>Cryptography of Network Security</title>


<year>2003</year>


<author>



<id>A5</id>



<first>William</first>



<last>Stallings</last>


</author>

</book>

<book isbn=”0-13-031697-0”>


<title>Java An Introduction to Computer Science & Programming</title>


<year>2001</year>


<author>



<id>A6</id>



<first>Walter</first>



<last>Savitch</last>


</author>

</book>

<book isbn=”0-13-031697-0”>


<title>Java How to Program</title>


<year>2002</year>


<author>



<id>A7</id>



<first>Harvey</first>



<last>Deitel</last>


</author>

<author>



<id>A8</id>



<first>Paul</first>



<last>Deitel</last>


</author>

</book>

Figure C.2 - “Author.xml”

<author id=”A100”>


<lastname>Siberschatz</lastname>


<firstname>Abraham</firstname>

<biography>Dr. Siberschatz is Vice President of the Information Sciences Research Center of Bell Laboratories in Murray Hill, NJ

</biography>


<book>



<id>0-07-228363-7</id>



<title>Database Systems Concepts</title>

<description>This textbook discusses the fundamental concepts and algorithms used in existing commercial or experimental database systems.

</description>


</book>

</author>

<author id=”A101”>


<lastname>Korth</lastname>


<firstname>Henry</firstname>

<biography>Dr. Korth is Director of Database Principles Research in Bell Labs Information Science Research Center

</biography>


<book>



<id>0-07-228363-7</id>



<title>Database Systems Concepts</title>

<description>This textbook discusses the fundamental concepts and algorithms used in existing commercial or experimental database systems.

</description>


</book>

</author>
<author id=”A102”>


<lastname>Sudarshan</lastname>


<firstname>S</firstname>

<biography>Dr. Sudarshan is an associate professor in the Computer Science and Engineering Dept of Indian Institute of Technology, Mumbai.

</biography>


<book>



<id>0-07-228363-7</id>



<title>Database Systems Concepts</title>

<description>This textbook discusses the fundamental concepts and algorithms used in existing commercial or experimental database systems.

</description>


</book>

</author>
<author id=”A103”>


<lastname>Schach</lastname>


<firstname>Steven</firstname>

<biography>…

</biography>


<book>



<id>0-07-239539-1</id>



<title>Object Oriented and Classical Software Engineering</title>

<description>This textbook gives basic principles of software engineering

</description>


</book>

</author>
<author id=”A104”>


<lastname>Nutt</lastname>


<firstname>Gary</firstname>

<biography>…

</biography>


<book>



<id>0-201-77344-9</id>



<title>Operating Systems</title>

<description>…

</description>


</book>

</author>
<author id=”A105”>


<lastname>Henessey</lastname>


<firstname>John</firstname>

<biography>…

</biography>


<book>



<id>1-55860-596-7</id>



<title>Computer Architecture</title>

<description>…

</description>


</book>

</author>
<author id=”A106”>


<lastname>Patterson</lastname>


<firstname>David</firstname>

<biography>…

</biography>


<book>



<id>1-55860-556-7</id>



<title>Computer Architecture</title>

<description>…

</description>


</book>

</author>
<author id=”A107”>


<lastname>Kozen</lastname>


<firstname>Dexter</firstname>

<biography>…

</biography>


<book>



<id>0-387-94907-0</id>



<title>Automata and Computability</title>

<description>…

</description>


</book>

</author>
Figure C.3 - “Books.xml”

<book isbn=”0-07-228363-7”>


<authorid>A100</authorid>


<authorid>A101</authorid>


<authorid>A102</authorid>


<title>Database Systems Concepts</title>


<year>2002</year>


<chapter>



<chapterNum>1</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>2</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>3</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>4</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>5</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>6</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>7</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>8</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>9</chapterNum>



<chapterName>…</chapterName>


</chapter>

</book>

<book isbn=”0-07-239539-1”>


<authorid>A103</authorid>


<title>Object Oriented and Classical Software Engineering</title>


<year>2002</year>


<chapter>



<chapterNum>1</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>2</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>


<chapterNum>3</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>4</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>5</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>6</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>7</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>8</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>9</chapterNum>



<chapterName>…</chapterName>


</chapter>

</book>

<book isbn=”0-201-77344-9”>


<authorid>A104</authorid>


<title>Operating Systems</title>


<year>2004</year>


<chapter>



<chapterNum>1</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>2</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>3</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>4</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>5</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>6</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>7</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>8</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>9</chapterNum>



<chapterName>…</chapterName>


</chapter>

</book>

<book isbn=”1-55860-596-7”>


<authorid>A105</authorid>


<authorid>A106</authorid>


<title>Computer Architecture</title>


<year>2003</year>


<chapter>



<chapterNum>1</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>2</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>3</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>4</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>5</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>6</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>7</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>8</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>9</chapterNum>



<chapterName>…</chapterName>


</chapter>

</book>

<book isbn=”0-387-94907-0”>


<authorid>A107</authorid>


<title>Automata and Computability</title>


<year>1997</year>


<chapter>



<chapterNum>1</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>2</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>3</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>4</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>5</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>6</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>7</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>8</chapterNum>



<chapterName>…</chapterName>


</chapter>

<chapter>



<chapterNum>9</chapterNum>



<chapterName>…</chapterName>


</chapter>

</book>

APPENDIX D – SOLUTION FOR EXAMPLE 2

Query fragment 1 Solution: 

<book>

  <title>Concrete Mathematics</title>

  <author><last>Graham</last></author>

</book>

<book>

  <title>Concrete Mathematics</title>

  <author><last>Knuth</last></author>

</book>

<book>

  <title>Concrete Mathematics</title>

  <author><last>Patashnik</last></author>

</book>

<book>

  <title>Java An Introduction to Computer Science and Programming</title>

  <author><last>Savitch</last></author>

</book>

<book>

  <title>How to Program Java</title>

  <author><last>Deitel</last></author>

</book>

Query fragment 2 Solution:

{}

Query fragment 3 Solution:

<book>

  <title>Database Systems Concepts</title>

  <author><last>Siberschatz</last></author>

</book>

<book>

  <title>Database Systems Concepts</title>

  <author><last>Korth</last></author>

</book>

<book>

  <title>Database Systems Concepts</title>

  <author><last>Sudarshan</last></author>

</book>

<book>

  <title>Object Oriented and Classical Software Engineering</title>

  <author><last>Schach</last></author>

</book>

<book>

  <title>Automata and Computability</title>

  <author><last>Kozen</last></author>

</book>

Query fragment 4 Solution: 

{}

Query fragment 5 Solution: 

{}

Query fragment 6 Solution :

<book>

  <title>Database Systems Concepts</title>

  <author><last>Siberschatz</last></author>

</book>

<book>

  <title>Database Systems Concepts</title>

  <author><last>Korth</last></author>

</book>

<book>

  <title>Database Systems Concepts</title>

  <author><last>Sudarshan</last></author>

</book>

<book>

  <title>Object Oriented and Classical Software Engineering</title>

  <author><last>Schach</last></author>

</book>

<book>

  <title>Automata and Computability</title>

  <author><last>Kozen</last></author>

</book>

Query fragment 7 Solution :
{}
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� This is taken directly from theorem 4.3 of “XML Interoperability”


� The query was run using Galax 3.5.  Saxon may also be used, but the function doc() is substituted for document().


� Galax 3.5, which was used to run the algorithm above does not have the capability to time its queries at this time.  Instead, Stylus Studio (which uses the Saxon 8 Xquery engine) was run (Galax is allegedly the more efficient engine however).


� It is important to note that these queries were run using Galax 3.5.  They have been commented out (using “{-- --}” commands for reading purposes.  If one wants to run these queries themselves, the comments must be removed.  Also, these queries can be run on any Saxon engine.  The only changes that need to be made are to use the command “doc” instead of the Galax “document” command. 
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