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A Fuzzy Probabilistic Model for
the Generalized Hough Transform

Suchendra M. Bhandarkar, Member, IEEE

Abstract— A fuzzy-probabilistic model of the Generalized
Hough Transform (GHT) based on qualitative labeling of scene
features is presented. Qualitative labeling of scene features is
shown to be effective in pruning the search space of possible
scene interpretations and also reducing the number of spurious
interpretations explored by the GHT. Qualitative labeling of
scene features is shown to result in the formulation of a weighted
Generalized Hough Transform (WGHT) where each match
of a scene feature with a model feature is assigned a weight
based on the qualitative attributes assigned to the scene feature.
These weights are looked upon as membership function values
for the fuzzy sets defined by these qualitative attributes. A
fuzzy-probabilistic model for the WGHT is presented. Analytical
expressions for the probability of accumulation of random votes
are derived for the WGHT and compared with the corresponding
expressions for the conventional GHT. The WGHT is shown
to perform better than the conventional GHT. Experimental
results on intensity and range images are presented. Key Words:
Generalized Hough Transform, Qualitative Feature Labeling,
Model-based Vision, Computer Vision, Robot Vision.

1. INTRODUCTION

UALITATIVE descriptions of the visual environment
Qare receiving greater interest in the computer vision

community. This recent increase in interest is partly due
to the difficulties that often arise in the practical application
of more quantitative methods. These quantitative approaches
tend to be computationally expensive, complex and brittle and
often require constraints which limit generality. Moreover,
inaccuracies in the input data do not often justify such precise
methods. Alternatively, physical constraints imposed by appli-
cation domains such as mobile robotics and real-time visual
perception have prompted the exploration of qualitative mech-
anisms which require less computation, have better response
time, focus on salient and relevant aspects of the environment,
and use environmental constraints more effectively.

Marr’s paradigm [1], as depicted in Fig. 1, attempts to arrive
at a computational theory of computer vision. This paradigm,
which has dominated computer vision research for over a
decade, treats computer vision as an information processing
task aimed at construction of representations at successively
higher levels of abstraction. Each of the blocks within the
diagram in Fig. 1 represents a distinct subarea of computer
vision research. In spite of the several advances made in each
of these subareas, the present state-of-the-art vision systems

Manuscript received August 28, 1992; revised June 23, 1993.

The author is with the Department of Computer Science, 415 Boyd Graduate
Studies Research Center, University of Georgia, Athens, GA 30602-7404
USA.

IEEE Log Number 9400625.

Input Image

Detection of
Intensity Changes
(edge segments)

!

Perceptual
Grouping

I
L Shape from XYZ J
v

L 21 - D Sketch ]

Surface Feature
Extraction

!

Object Recognition

3D Object

&
Localization Models

Fig. 1. Marr’s Paradigm for 3-D Object Recognition.

are far from emulating the capabilities of human vision, both
in terms of speed and robustness. One of the reasons cited by
psychologists and researchers in computer vision is that human
vision for the most part aims at a qualitative interpretation of
a scene rather than rely on precise quantitative measurements.

The importance of studying qualitative properties of the
underlying scene has been brought out in recent studies in
low-level computer vision. Lowe [2] and Walters {3] have
shown that the grouping of intensity discontinuities based
on the qualitative Gestalt properties of proximity, continuity,
parallelism, smoothness, simplicity, containment etc. serve as
an excellent criteria for the initial segmentation of the image
and also an indexing criteria for recognition of objects in
the image. Qualitative Gestalt properties can also be used
to group primitive patterns called zextons for texture-based
segmentation as shown by Julez and Bergen [4]. Qualitative
description of 3-D shape via junction labeling has been ad-
dressed by Guzman [6], Huffman-Clowes [7] and Waltz [8]
in the context of trihedral solids and more recently by Malik
[9] in his work on junction labeling of curved 3-D solids. The
qualitative information conveyed by junctions and boundaries
has been used in shape-from-XYZ algorithms in many ways.
Shape-from-shading algorithms [10], [11] and shape-from-
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texture algorithms [12] use the occluding boundary as a
boundary condition. Shape-from-stereo [13] uses the presence
of intensity discontinuities as a means of limiting the search
for correspondence. Malik {14] uses shape-from-shading in
conjunction with qualitative junction labeling to come up with
quantitative description of 3-D shape. Verri and Poggio {15]
have shown how stable qualitative properties of the motion
field can be obtained from the optical flow. These qualitative
properties are shown to give useful information about the 3-D
velocity field and 3-D structure of the scene. Weinshall [16]
has demonstrated how qualitative depth information can be
obtained from stereo disparities with almost no computation.
Weinshall’s algorithm orders the matched points in a depth-
consistent fashion from image coordinates only and yields
results which are in accordance with psychological evidence.
Levitt and Lawton [17] and Kuipers and Byun [18] present
qualitative models of map representation for mobile robots
based on landmarks and topological inter-relationships be-
tween landmarks. Qualitative models are shown to be more
robust than their metrically accurate counterparts since the
latter are prone to multiplicative accumulation of error.

Given the robustness of biological vision systems over
computer vision systems, it could be possibly argued that one
should attempt to describe human vision entirely in terms of
qualitative models rather than models which depend on metric
information. That problem, however, lies beyond the scope
of this paper. This paper attempts to show how qualitative
labeling of scene features can reduce the combinatorial com-
plexity and improve the robustness of object recognition and
localization techniques especially in multiple-object scenes
with partial occlusion.

Recognition and localization of two- or three-dimensional
objects in a scene given prestored object models (i.e. model—-
based vision) is a central problem of both theoretical and
practical interest in computer vision research. The process
of recognition establishes the identity of a subset of scene
features as having arisen from an instance of a prestored object
model. The localization process determines the position and
orientation of the object in the scene. Localization is typically
achieved by computing the geometric transformation from the
model coordinate frame of reference to the scene coordinate
frame of reference which places the features from an object
model in registration with a subset of the scene features.

Recognition-via-localization is a popular paradigm in
model-based vision. This paradigm is based on the propagation
and satisfaction of local constraints arising from matches
of local geometric features. A set of locally consistent
constraints is termed as a scene interpretation. The Generalized
Hough Transform (GHT) and Interpretation Tree (IT) search
are two popular techniques for constraint propagation and
satisfaction which are commonly used in object recognition
via localization.

The IT search [20]-[22] matches a scene feature with a
model feature at every stage in the recognition/localization
process. Local geometric constraints such as pairwise an-
gle and distance measurements between features are used
to discard inconsistent matches. Each subset of consistent
matches can be represented by a path in the IT. The local

geometrical constraints are used to prune paths in the IT
thereby avoiding having to explore the entire IT explicitly. The
control structure of the IT search is that of hypothesize-and-test
with backtracking.

The GHT [23]-[28] matches each scene feature to each
possible model feature. The matches are constrained by local
angle and distance measurements. Fach match enables one to
compute a geometric transform which can be represented as a
point in the Hough (parameter) space. For three-dimensional
objects with six degrees of freedom the Hough space is six di-
mensional - three translations, one along each of the coordinate
axes and three rotations, one about each of the coordinate axes.
For two-dimensional objects with three degrees of freedom the
Hough space is three-dimensional - two translations, one along
each of the coordinate axes and one rotation about the normal
to the plane defined by the two coordinate axes.

Both, the IT search and the GHT work well in single-
object scenes. Multiple-object scenes with partial oclusion,
however, lead to a combinatorial explosion in the magnitude
of the search space of possible scene interpretations and
generation of several spurious scene hypotheses. This leads
to increased computational complexity for the recognition and
localization process as well as errors in object identification
and localization.

The combinatorial complexity of object recognition and
localization in single- and multiple-object scenes using the
IT search technique has been investigated by Grimson [29],
[30]. Grimson derives formal bounds on the combinatorial
complexity of the IT search for single- and multiple-object
scenes using a set of constraints for sparse sensory data that
are applicable to a wide variety of sensors. It is shown that for
single-object scenes, the IT search process has combinatorial
complexity that is quadratic in the number of model and
sensory features, whereas in the case of multiple-object scenes
with partial occlusion, the complexity is exponential.

The performance of the GHT for object recognition and
localization in the presence of occlusion and clutter has been
studied by Grimson and Huttenlocher [31]. Grimson and
Huttenlocher compute bounds on the set of transformations
consistent with each pairing of scene and model features in
the presence of noise and occlusion in the image. They also
compute bounds on the likelihood of false peaks in the Hough
space as a function of noise, occlusion and tessellation of the
Hough space. It is shown that the probability of false peaks
can be very high for object recognition and localization in
complex scenes.

In this paper the analysis of the GHT by Grimson and
Huttenlocher [31] is extended in two ways:

1) It is shown how the qualitative labeling of features i.e.
labeling of scene features with qualitative attributes, can
greatly reduce the combinatorial complexity of a scene
interpretation problem by reducing the search space of
possible scene interpretations.

2) It is shown how these qualitative attributes can be used
to formulate a weighted Generalized Hough Transform
(WGHT) where the weights can be interpreted as mem-
bership function values for the fuzzy sets defined by
these qualitative attributes. It is shown that the WGHT
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performs better than the conventional GHT for object
recognition and localization in multiple-object scenes
with partial occlusion.

It must be added that while the use of heuristics in improv-
ing the performance of the GHT is, as such, not altogether new,
the impact of the heuristics on the performance of the GHT
has hitherto not been rigorously analyzed. The contribution of
this paper lies in its rigorous analytical treatment of the effect
of qualitative feature labeling on the performance of the GHT.

This paper is organized as follows :

1) In Section II a brief description of the GHT and a syn-
opsis of the analysis of its performance in the presence
of sensor error and occlusion as studied by Grimson and
Huttenlocher[31] is presented.

2) In Section III issues pertaining to the qualitative la-
beling of features and their effectiveness in reducing
the combinatorial complexity of a scene interpretation
problem are discussed. Qualitative labeling of features
is shown to lead to the formulation of the WGHT whose
performance is analyzed and compared with that of the
conventional GHT. It is shown that the WGHT performs
better than the conventional GHT for object recognition
and localization, especially in multiple-object scenes
with partial occlusion.

3) In Section IV experiments for the recognition and local-
ization of 2-D polygonal objects in intensity images and
3-D polyhedral objects in range images are described.
The WGHT and the conventional GHT are compared in
the light of the experimental results.

II. THE GENERALIZED HOUGH TRANSFORM

The GHT finds possible solutions to the object pose problem
by searching for large clusters of evidence in a discrete version
of a parameter space. Let M be the model coordinate frame of
reference, S the scene coordinate frame of reference, P the n—
dimensional parameter space of the geometric transformation
that places the model feature in registration with the scene
feature to which it is matched and H the n—dimensional
discrete Hough space (Hough accumulator) which is result of
quantization of each dimension of the n—dimensional param-
eter space P. ‘H could be looked upon as an n—dimensional
array of cells or buckets.

In subsequent subsections, an analytical model of the GHT
and a synopsis of the analysis of its performance in the
presence of sensor error and occlusion as studied by Grimson
and Huttenlocher [31] is presented. In order to simplify the
analysis, the model and scene features are assumed to be linear
segments. The interested reader could refer to [31] for the
details regarding the derivations of the results.

A. The GHT in the Absence of Occlusion and Sensor Error

Fig. 2 shows a model feature AB being matched to a scene
feature C'D. Let

M;: vector to the midpoint model edge AB measured in

M.
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Fig. 2. Matching a Model feature to a Scene Feature.
T,: unit tangent to the model edge AB measured in M.

Ly : length of the model edge AB.

m;: vector to the midpoint of scene edge C'D measured
inS.
fj; unit tangent to the scene edge CD measured in S.

l;:  length of the scene edge CD.

The transformation from M to S is represented by

vs =Ry, Vi +Vp (D

is a vector in M

Ry is the rotation matrix corresponding to angle 6.
is a translation offset

Vs is the resultant vector in &

If Ly = I; then in the absence of any uncertainty due to
sensor error or occlusion

Om = 0,7 = cos™H(Ty - t;) 0))
Vo = Voo, Voy) = m; — My 3

The transform is thus uniquely determined by the 3-tuple
(Voz, Voy,0) and represents a point p in P. In the Hough
accumulator H the point p is represented by incrementing the
appropriate bucket in H by 1. The point p is thus deemed to
have cast its vote in the appropriate Hough bucket. Detecting
a globally consistent pose for a rigid object model is therefore
tantamount to determining a cluster in P. In H which is the
discretized version of P, it amounts to finding a bucket with
the maximum number of votes.

In the presence of occlusion and sensor error, however, the

GHT suffers from the following problems:

1) The match of a scene feature with a model feature
specifies a range of transformations rather than a single
transformation. This is referred to as smearing of the
transform.

2) More than one Hough bucket will be specified due to
the smearing of the transform. This is referred to as
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Fig. 3. The Angular Uncertainty Resulting From Positional Uncertainty

[fragmentation of the transform in P into more than one
bucket in H.

3) Due to the fragmentation of the computed transform
values, model-image pairings are likely to fall into
the same Hough bucket at random. This could lead
to spurious maxima (peaks) in A arising purely from
random accumulation of votes.

B. The GHT in Presence of Occlusion and Sensor Error
The model edge in Fig. 2 is specified by the set of points

- -L; +L
{My+al;iac =L = 1
2 2
If the scene edge is occluded then I; < Lj. Occlusion
causes the translational component of the transform to be
underdetermined. The set of consistent translations is given
by:

LJ_lj LJ—lj }
2 2

{mj — Ry, Mj;+ @RGMT,] | € [-——
which is a line in parameter space. If the endpoints of the data
edge are known to lie within a circular region of radius ¢,

then the angular uncertainty ¢, in the orientation of the scene
edge is given by

1 2¢p
V12— 4ed
as shown in Fig. 3.

The line of consistent translations, therefore, must be ex-
panded to include any points in the parameter space within e,
of that line. This expansion of a line into a region must be
repeated for each value of 4 in the range [0, — €4, 0m + €4]-
This results in a skewed volume in the Hough or transform
space.

The set of feasible transformations is denoted by the volume

V(JJ): U S(avj7‘]) 4

6€[0m—€a,0m+ea]

€, = tan™

where an individual set of translations S(8, j, J) for a given
value of @ is denoted by

5(97j7 J) = {(va()) |

Ja, |a| < Ly - lj,|mj ~ ReMj +aTj - Vol € ¢}
(&)
The volume of the region defined in (4) is given by
V(5 J) = 2eal2ep(Ly = L) + 7¢}] ©)

If the dimensions of the Hough buckets are hy along the
rotational axis and h, along each of the translational axes and
if B(6, j, J) denotes the set of buckets that intersects the slice
S(6,3,J) at 6 = 6. then the entire set of buckets which the
volume V{3, J) intersects is given by

U B®.J)
8¢l ,0.+hs)

If the Hough array is decomposed into two arrays - one for the
rotation and the other for translation then the total numbers of
buckets in H that intersect the volume V (j, J) is given by

b> ﬁl—g] [A*(hor g M*, 7, B)] @
where
€ = %
"= h—t’
= B
€, = tan ! 2

()2 - 4(g)?

and A*(hg, €, M*, L*, ) is the area projected on the zy plane
by each slice of volume V'(j, J) as 6 is varied from 6; — hy
to 6; + hg If the accumulator is not decomposed then

V{5, J)
N

which is a tighter bound than the one computed in (7).
The parameter b is termed the redundancy factor of the
GHT. The redundancy factor is a quantitative measure of
the fragmentation of the computed transform values into the
buckets in H. In order for the GHT to be able to localize an
object with accuracy, it is necessary to keep the redundancy
factor as low as possible.

C. Probability of Spurious Peaks in the GHT

The redundancy factor b of the GHT is a measure of the
fragmentation of the computed transforms in P amongst the
buckets in H. The other factor which limits the performance
of the GHT is the likelihood of finding large clusters at
random in P. In the Hough accumulator H, this is tan-
tamount to estimating the probability that a Hough bucket
will have randomly occurring peaks of significant magnitude.
The volumes in transformation space which result from the
matching of scene features with model features can be looked
upon as independent random events. The tessellation of each
volume into the corresponding Hough buckets, however, is not
random. But as the number of volumes gets large compared
to the number of buckets defined by each volume, the overall
distribution of events into buckets could be looked upon as
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